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Abstract

Human multimodal communicative behaviors form a tightly
integrated whole. By matching up gestural features with a
carefully time-tagged transcription of the speech, we can
observe how gesture features and discourse unit transi-
tions cohere. Pointing is a key gestural component. Al-
though pointing appears to be simply a matter of aiming
the hand at some target, it is in fact a complex process of
several components including an origo (zero point of refer-
ence) and a deictic field. In our experiments where subjects
make action plans around a terrain map, such origos be-
come key organizational loci around which the discourse
may be built. Our vision-based approach extracts ‘origo
histograms’ from stereo video describing the locus of mo-
tion of a speaker’s dominant hand. A N � N ‘fuzzy cor-
relation’ of these histograms yields a correlation space in
which similar origos are clustered. By locating the cluster
transitions we can locate topical shifts in the discourse. We
show results by comparing the transitions extracted from a
sentential coding with a psycholinguistic semantic coding.
We do the same with a uniform distributed time units and
demonstrate the ability to recover discourse transitions.

1. Introduction
Natural human communication is inherently multimodal.
One’s interlocutor utilizes nuances of gaze awareness, hand
gestural timings, voice prosody, and hand and eye deixes
to assist in understanding the cotemporal spoken discourse.
If we are to build systems that are able to exploit such be-
havioral activity in natural interaction, it is essential to de-
rive computationally accessible metrics that can inform sys-
tems as to the discourse-level organization of the underlying
communication. In this paper, we present the computation
and efficacy of one such metric that exploits a speaker’s use
of spatio-temporal situatedness for discourse structuring.

We stress that this structuring occurs at an unwitting, al-
beit not unintended, level of consciousness. The speaker is
actively formulating the discourse content and responding
to her interlocutor. One might think of such multimodal

utterances as proceeding from a nascent idea unit in the
speaker’s mind known as a growth point [1, 2]. This stream
of ‘idea units’ move through the brain and is unpacked into
co-expressive and co-temporal speech and gestural activity.
Just as we are unwitting, in natural speech, as to how we
form sentences from ideas, we are equally unwitting as to
how we employ space and time naturally in gesture (and
other head, body, and gaze behavior) at the moment of ut-
terance. Nonetheless, there is intelligible organization in
the gesticulation, just as there is intelligible organization in
the speech. The challenge is to decode this organization.

While the organizational mechanisms in natural gestic-
ulation accompanying speech may be myriad, we are able
to identify certain nexus of organization for study. Certain
discourse situations may result in a greater reliance on par-
ticular mechanisms. In the experiments discussed here, hu-
man subjects discuss an action plan around a terrain model.
In such situations, the space in the plane of the model be-
comes, for some speakers, the dominant tool for discourse
organization. It has been observed, for example, that the
speech transcript of NATO commanders engaged in a sim-
ilar planning task is not understandable without deictic at-
tribution [3]. In spatial-temporal planning scenarios deixes
and anaphora provide information lost in a word-only tran-
script of the speech. In this paper, we present algorithms
for detecting this organizational structure and for segment-
ing discourse based on it.

As will be discussed later, the requirement that the ges-
ticulation is not contrived means that we may not instru-
ment the subject with hand tracking devices. Subjects are
not told that their gestures are being observed. Hence our
work is completely vision-based.

2 Catchments, Deixes and Origos

Before we proceed, we shall introduce a psycholinguistic
device called a catchment that serves as the basis of our
computational model. The concept of a catchment asso-
ciates various discourse components; it is a unifying con-
cept [4, 5]. A catchment is recognized when gesture fea-
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tures recur in two or more (not necessarily consecutive) ges-
tures. The logic is that the recurrence of imagery in a speak-
ers thinking will generate recurrent gesture features. Re-
current images suggest a common discourse theme. These
gesture features can be detected and the recurring features
offer clues to the cohesive linkages in the text with which
they co-occur. A catchment is a kind of thread of visuospa-
tial imagery that runs through the discourse to reveal emer-
gent larger discourse units even when the parts of the catch-
ment are separated in time by other thematic material. By
discovering the catchments created by a given speaker, we
can see what this speaker is combining into larger discourse
units – what meanings are regarded as similar or related and
grouped together, and what meanings are being put into dif-
ferent catchments or are being isolated and thus seen by the
speaker as having distinct or less related meanings. By ex-
amining interactively shared catchments, we can extend this
thematic mapping to the social framework of the discourse.

Although pointing appears to be simply a matter of aim-
ing the hand at some target, it is in fact a complex pro-
cess with several components. There is the pointing sign
itself, an origo and a deictic field (which includes the tar-
get, the addressee and the speaker). Pointing is not limited
to the the classic extended index finger (ASL G-hand). To
point requires an extensible body part – hand, arm, and head
are the most common – but also can be accomplished with
metaphorical body parts such as imagined ‘eidola’ beaming
from the eyes.

The components of pointing fit into a single informa-
tional structure. Anything with this structure can be termed
pointing. The deictic field is the spatial domain of both the
referent of the pointing and the pointing itself. It must be
understood as such in order to ensure the identifiability of
the referent. And the perspective within the deictic field is
such that the object is presented in this field from the point
of view of an origo – the zero point from which the point-
ing is oriented. The term ‘origo’ is from Bühler [6]. The
end result of pointing is a structuring of space in terms of
a spatial location, regarded from the origo, with everything
in a framework that includes the target, the speaker and the
addressee [7, 8, 9]. For example, pointing to a cup on the
table in the next room organizes the space in terms of, not
the room or space as laid out by a floor plan, but the object
in a deictic field that shows the whereabouts of this object
in relation to the origo.

The same process can map non-spatial content as well.
It does so as if the content were spatial. A mapping of non-
space onto space creates a target object where none existed.
This ‘abstract pointing’ [10] is a kind of gestural metaphor;
something (space) is used to present something else that is
inherently non-spatial. Bühler referred to such pointing as
deixis at phantasma [6].

In summary, the referential domain of objects and place-

ments in space establishes such zero points, or ’origos,
which provide a basis for a shared spatial origin of ges-
tural catchments. The origo is the anchor point of deixis,
the ground zero about which “each deictic category en-
codes a relationship between some referent and the indexi-
cal ground” [8]. When discourse is organized over a physi-
cal prop (the terrain map) as in our ‘wombat’ experiments,
origos pin down the indexical ground and hence catchments
onto the model itself. Shifting origos map out successive
topicalizations as a kind of trajectory through the model.
Such trajectories condition the catchments and deictic rela-
tionships.

3 Origo Cohesion Analysis

In the condition of interactants making plans with the aid of
a terrain map, the space in the plane of the map often serves
as ‘address space’ of these origos. Our goal is to locate
semantic discourse shifts by identifying significant shifts in
origo. Although we track both hands, and we have observed
origo effects in both hands, the fusion of two-handed origos
is beyond the scope of this paper. We shall discuss only the
analysis of the speaker’s dominant hand.

To detect these origos, we designed and implemented an
hand occupancy histogram (HOH) approach to character-
ize various discourse segments. The idea is that for some
unit of discourse D(i) we want its associated HOH, H(i),
to characterize the motions of the hand for the duration of
D(i). D(i) is any unit of discourse (e.g. a phrase, sentence,
or ‘paragraph’). The gesture space in front of the speaker is
divided into a K �K (we use 50� 50) occupancy grid. At
each time interval (we use the camera frame rate 30 samples
per second), withinD(i), we increment each cell inH(i) by
a weighted distance function:

4Ht(u; v) = fw
�
j[u; v]T ; [xt; yt]

T j
�

(1)
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Equation 2 is a normalized sigmoidal function, and S(d) is
given by:

S(d) =
1� �� F(k; d)
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�
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eter k controls the size of the sigmoid function. Empirically,
we found half the size of the occupancy grid to be an ade-
quate value for k.
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Equation 1 essentially determines the likelihood that the
hand is in any particular cell at any one time. It serves two
purposes. First it avoids the discretization problem where
the hand is judged to be in a specific grid location when it
is near a grid boundary. Second, it allows us to use a much
finer-grain grid with the attendant advantage of smoothing
out uncertainties in the location of the hand.

Hence, for each computed hand location above our prop
produces a ‘location likelihood’ distribution at each time
slice. For each discourse unitD(i), we compile a discourse-
specific ‘origo histogram’:

H(i) =

tE(D(i))X
t=tS(D(i))

4Ht(u; v) (4)

where tS(D(i)) and tE(D(i)) are the start and end times of
D(i) respectively.

If discourse units D(i) and D(j) share a common origo,
this may be discovered by correlating H(i) against H(j).
The problem is that we do not know a priori where the ori-
gos will be, what shapes they may take and if there may be
more than one origos in a particular discourse unit. Take the
example where D(i) encompasses origos om and on and
D(j) contains origos om and op. A simple sum of least
squares or sum of absolute differences correlation may pe-
nalize the two as different when they in fact share origo om.
We devised a fuzzy-AND correlation function that exam-
ines only the normalized intersection between two HOH’s.
We define the cell-wise masking ofH(i) byH(j) as:

(Ci
(u;v)jC

j

(u;v) > 0) = Ci
(u;v) for Cj

(u;v) > 0 (5)

= 0 otherwise

where Ci
(u;v) and Cj

(u;v) are (u; v) cells of H(i) and H(j)
respectively.

After apply the cell-wise masking, we normalize the re-
sulting histogram so that all the cells sum to 1. We de-
note this normalized masked histogram: jjH(i)jH(j) > 0jj.
Each cell in this normalized histogram represents the prob-
ability that the hand was in that cell during discourse unit
D(i) if it shares an origo with D(j). We denote this
P (Ci

(u;v)jC
j

(u;v) > 0). With this set up, we can perform the
correlation of jjH(i)jH(j) > 0jjwith jjH(j)jH(i) > 0jj by
taking the cell-wise fuzzy-AND:
X
u;v

min
�
P (Ci

(u;v)jC
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i
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(6)
We denote this expression H(i) 
H(j). Note that H(i) 

H(j) = 1 if i = j.

Applying H(i) 
 H(j) to all i; j, we obtain a N � N
Origo Correlation Matrix, OCM, where N is the number of
discourse units in the extended discourse. Examples of such
matrices are shown in figures 4 and 6.

Script for the study:

A family of intelligent wombats has taken up residence in an abandoned movie
theater in the town of Arlee.  You and your assistant need to catch the wombats so
that you can send them back to Australia.  You will be taking the train to Arlee, so
be ready to get off at the station right after you pass a church on your right.  When
you get off the train, go around the station and cut through the adjacent park to
meet your assistants: pass between the two trees and you should reach the house
number 33.  Then go next door and ask the neighbors in 35 (you’ll notice the road
construction in front of the house) to assist you.  The movie theater is across the
intersecting street.  One of you should go in the front entrance and scare the
wombats out the back entrances.  With the help of the people in 33 and 35, you
should be able to snare the wombats as they exit the rear entrance.  Explain the
task to your assistant and decide on who does what, and what equipment you will
need to bring with you.

Figure 1: Task description used in our elicitation experi-
ment

According to the origo theory, contiguous discourse
units linked semantically by origo should yield blocks of
high correlation cells along the diagonal of the OCM. Con-
sequently, semantic discourse shifts should manifest them-
selves as gaps between such blocks. These would corre-
spond to minima in the diagonal projections in the correla-
tion matrix normal to the (i; i) diagonal. We compute this
origo coherence projection vector (OCPV) for each diago-
nal cell (i; i) as the sum:

P0(i) =
dX

k=�d

OCM(i+ k; i� k) � 1:0 (7)

where d is the range of cells over which the projection is
taken. Since the (i; i)th cell is always 1.0, we remove this
bias from the vector by subtracting 1.0 from each vector el-
ement. The parameter d controls the range of the discourse
unit neighborhood that exerts effect on a vector element.
The value of d obviously depends on the granularity of the
discourse units we use. We shall visit this further when we
discuss our experiments.

To improve the sensitivity of the projection vector, we
also sum the ‘between’ diagonal projections from the (i; i+
1) cells:

P1(i) =
d�1X
k=�d

OCM(i + k; i+ 1� k) (8)

Combining P0 and P1 we obtain the 2N � 1 projection
vector P. Examples of this projection vector plotted are
shown in figures 5 and 7 (these plots are inverted so that the
peaks are where the origo transitions are expected).

4 Experimental Method

4.1 Elicitation Experiment

We recruited pairs of subjects to serve as speaker-
interlocutor pairs. This avoids ‘stranger-experimentor’ in-
hibition in the discourse captured since the subjects already
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Left Camera Stereo Calibration Frame Right Camera Stereo Calibration Frame

Figure 2: Stereo Calibration Frames

know one another. As shown in figure 3, the subject is
shown a model of a village and told that a family of intelli-
gent wombats have taken over the town theater. She is made
privy to a plan to surround and capture the wombats and
send them back to Australia. This plan involves collabora-
tors among the villagers, paths of approach, and encircling
strategies. The subject communicates these with her inter-
locutor using the town model, and is videotaped through the
discourse. The task description we use for the experiment
is shown in figure 1.

We apply a three camera setup in our experiments. Two
of the cameras are calibrated so that once correspondence
between points between the two cameras is established, the
3D positions and velocities can be obtained. The third cam-
era is a closeup of the head. We chose this configuration
because our experiment configuration must be portable and
easy to set up (some of our cross-disciplinary collaborators
collect data in the field).

We use a standard stereo calibration technique due to
Tsai [11] for camera calibration. This algorithm requires
a calibration frame of points whose absolute 3D positions
are known in some coordinate system. The algorithm takes
into consideration various factors such as radial lens distor-
tion. Figure 2 shows the left and right camera views of our
calibration apparatus. The two faces are at 135Æ so that the
calibration points on both surfaces are visible from a wide
camera baseline. The width of the apparatus is about 5 feet
so that most gestures will be inside the calibration space.
Our tests show that this set-up produces typical average er-
rors within 1 mm in x and y and about 1.5 mm in z (toward
the cameras). The maximal errors are within 4 mm. We be-
lieve that this is sufficient for conversational gesture inter-
action. We use off-the-shelf consumer grade Sony TR-101
Hi-8 30 frames-per-second cameras in these experiments.

Figure 3 shows sample images of the stereo cameras
and the closeup gaze acquisition camera. We avoid requir-
ing genlock-capable cameras by using a video ‘clapper’ as
shown in the figure. Since our experiments typically run for
a few minutes at a time, we have found ‘clapping’ once be-
fore and after each experiment provide sufficient synchrony.

4.2 Extraction of 3D Hand Motion Traces

In the work described here, our purpose, is to see what cues
are afforded by gross hand motion for discourse structuring.

Calibrated Stereo Camera Views

Detail Monocular
Gaze View

Figure 3: Synchronization of 3-camera setup

Human hand gestures in standard video data poses several
processing challenges. First, one cannot assume contigu-
ous motion. A sweep of the hand across the body can span
just 0.25 s. to 0.5 s. This means that the entire motion is
captured in 7 to 15 frames. Depending on camera field-of-
view on the subject, inter-frame displacement can be quite
large. This means that dense optical flow methods cannot
be used. Second, because of the speed of motion, there is
considerable motion blur. Third, the hands tend to occlude
each other.

We apply a parallelizable fuzzy image processing ap-
proach known as Vector Coherence Mapping (VCM) [12,
13] to track the hand motion. VCM is able to apply spatial
coherence, momentum (temporal coherence), speed limit,
and skin color constraints in the vector field computation
by using a fuzzy-combination strategy, and produce good
results for hand gesture tracking. We apply an iterative clus-
tering algorithm that minimizes spatial and temporal vector
variance to extract the moving hands [14, 15]. The posi-
tions of the hands in the stereo images are used to produce
3D motion traces describing the gestures.

4.3 Detailed Discourse Analysis

We perform a linguistic text transcription of the discourse
by hand. This transcription is very detailed, including the
presence of breath pauses and other pauses, disfluencies and
interactions between the speakers. Barbara Grosz and col-
leagues [16] have devised a systematic procedure for recov-
ering the discourse structure from a transcribed text. The
method consists of a set of questions with which to guide
analysis and uncover the speaker’s goals in producing each
successive line of text. The result is a carefully transcribed
purpose hierarchy that segments the discourse in terms of
‘purpose units’. In the work here presented, we employ the
analysis performed on the ‘wombat 2’ dataset. The purpose
hierarchy yielded 6 level 1 discourse segments, 18 level
2 segments, 18 level 3 segments, and 8 level 4 segments.
There were 60 unit transitions, and 71 speaker-interlocutor
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Figure 4: Sentence Origo Correlation Matrix

turn changes. 1 We also analyze the speech data using the
Praat phonetics analysis tool [17] to time tag the beginning
of every word in the utterance and the time index of the start
and end of every unit in the purpose hierarchy. This gives us
a set of time indices of where semantic breaks are expected
according to the Grosz analysis.

5 Results

Our goal is to compare the discourse segmentation pro-
duced by our origo analysis system with these manually
coded semantic transcriptions. To do this, we need alter-
nate, separately coded discourse units upon which we can
apply our algorithms. We performed two sets of analyses
on a 4651 frame experiment video sequence of a pair of
subjects. In the first, we used independently generated sen-
tential units as our discourse units. In the second, we used
a discrete time segmentation of the discourse on which to
compute our origo histograms and correlations.

5.1 Sentential Discourse Units

In our first set of experiments, we performed an indepen-
dent sentential parse of the discourse text using only the
grammatical syntax for segmentation. This yielded 87 dis-
course units.2 Using the start and end times of these units,
we computed the 87 HOH’s and obtained the OCM shown
in figure 4. The 87 sentences are numbered on the two axes.
The larger dark rectangles along the 1.0 autocorrelation di-
agonal correspond to higher contiguous origo cohesion.

1This lengthy transcript is accessible at
http://vislab.cs.wright.edu/KDI/data/wombat2/CVPR2001/purposehierarchy.pdf

2This transcription with time tags is accessible at
http://vislab.cs.wright.edu/KDI/data/wombat2/CVPR2001/sentenceparse.txt
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Figure 5: Sentence Origo Coherence Projection Vector

Figure 5 shows the origo coherence projection vector for
these sentence units. The peaks in this plot correspond to
origo transitions. In this case, since the sentences are large
discourse units, the value of d in equations 7 and 8 was set
to 3. In all, 31 transitions were detected. Of these only
three did not correspond to valid purpose hierarchy transi-
tions. The first 5 level 1 transitions were correctly extracted.
These are numbered in figure 5. The sixth transition was the
end of the planning section of the discourse before the con-
cluding banter between the subjects. Since the concluding
banter was not included in the sentence coding it did not
have data on the sixth level 1 transition. Six of the OCPV
peaks were detected at the start of the speaker’s turn, and six
were associated with the withdrawal of the speaker’s hands
at the end of her turn. Of the three non-purpose hierarchy
transitions, two were at the start of the speaker’s turn when
she reintroduced her hand to the terrain map. Only one
detected OCPV peak did not correspond to either a turn-
exchange or a purpose hierarchy discourse unit transition.
This took place in a rather complex situation when both the
speaker and interlocutor were speaking simultaneously.

5.2 Discrete Time Discourse Segments

In our second set of experiments, we segmented the dis-
course into a series of overlapping one-second long dis-
course units at a uniform interval of 0.333 seconds (every
tenth frame of video). This produced 465 units and corre-
spondingly 465 HOH’s. The 465� 465 OCM is displayed
in figure 6. It should be noted that figure 6 and figure 4 are
remarkably similar although the latter was generated from
sentences of varying time durations. Both OCM’s depict the
same information about the flow of the discourse.

Figure 7 shows the OCPV derived from the discrete time
unit OCM in figure 6. The value for d in equations 7 and 8
was set to 15 (or 5 seconds). This is a 931 element vector.
The x-axis of the plots were rescaled to frame numbers to
make it easier to compare them with the discourse segmen-
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Figure 6: Discrete Time Origo Correlation Matrix

Event No.
Transition 45
Interlocutor 9
Start-Turn 8
End-Turn 7
New-Place 3
Repair 3
Action Stroke 1
Disfluency 1
Unaccounted 5

Table 1: Discrete Time OCPV Peaks Correspondences

tation time tags. Again the peaks in the graph correspond to
detected origo transitions. A total of 75 peaks were found
in the OCPV. Table 1 summarizes the discourse events that
correspond to the OCPV peaks. Note that the event counts
sum up to more than 75 because an OCPV peak may coin-
cide with more than one event (e.g. at a speaker turn change
that coincides with a discourse unit transition).

The beginning of all 6 level 1 units of the purpose hier-
archy were correctly detected (among a total of 45 transi-
tions found). Of the 15 turn exchanges detected as OCPV
peaks, 6 did not coincide with a semantic discourse transi-
tion. There were 9 OCPV peaks when the subject was silent
and the interlocutor was speaking. Most of these occurred
because subject imitated the gestures of her interlocutor or
pantomimed what she was describing (most probably to
show that she was following the discussion). There was one
pragmatic hand movement when she moved her hands onto
her hips while her interlocutor was speaking, and a cou-
ple of times the subject retracted her hands to rest when it
became clear that the interlocutor turn would be extended.
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Figure 7: Discrete time Origo Coherence Projection Vector
for the 4651 frame video
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The New-Place events occurred when a new location was
introduced in the middle of a discourse unit and the hand
location moved from its origo role to the deictic target. In
one of the three instances the speaker says, “we’re gonna go
over to [breath pause]jj thirty-five ’cause” (The double ver-
tical bars represent the OCPV peak point). In this case the
hand moves after the breath pause to the location of ‘house
thirty-five’.

In certain speech repairs, there is a tendency for a
speaker to withdraw her hand from the gesture space to
reintroduce it [18, 19, 4]. This accounts for the 3 repair in-
stances detected as OCPV peaks. The Action Stroke event
occurred when the subject said, “ . . . scare the wombats jj
out through the front.” In this case the hand indicates the
path along which the wombats will be chased.

In the Disfluency event, the subject actually introduced
the ideas of ‘wombats’ and the town ‘theater’ for the first
time with the utterance: “and see the thing is jj is there are
wombats in the theater . . . ”. The OCPV peak flags a large
withdrawal of the hand backward terminating in a down-
ward beat at the word ‘wombats’. At this point, the non-
dominant hand enters the scene and both hands join forces
with both hands assuming the G-hand pose and pointing
emphatically at the theater coinciding with the utterance:
‘in the theater’. From then on, the hands stay around the
theater while she describes the events to take place there.
Hence, we most likely have the introduction of a new origo
here centered around the theater, although the coder for the
Grosz purpose hierarchy did not introduce a new discourse
unit in the coding. There is always debate as to when a new
purpose phrase begins, and this may be an example where
the origo shift may provide better guidance for the coder.
In any case, since the purpose hierarchy as coded did not
flag a discourse shift, we did not count this OCPV peak as
a discourse transition in table 1.

There was a total of 5 OCPV peaks for which we could
not determine a cause.

One might argue that our first the sentential coding ex-
periment is not completely independent from the purpose
hierarchy because sentential structure is related to seman-
tic discourse content. In the discrete time experiment, dis-
counting the OCPV peaks that took place during the inter-
locutor’s turn, and the 6 non-transition turn changes, 45 out
of 60 detected peaks corresponded to semantic discourse
unit transitions. This is more significant in that there is no
other reason that a .333 second interval graph should adhere
the purpose hierarchy structure other than gestural structur-
ing of discourse content. Apart from 5 cases, the other 10
OCPV peaks correspond to other non-origo discourse phe-
nomena (such as speech repairs).

6. Summary and Conclusions
We have demonstrated the capacity of gestural analysis in
discourse segmentation at a semantic level. The concept of
the gestural origo was approximated by the hand occupancy
histogram. Origo cohesion is detected using the origo cor-
relation matrix and the corresponding origo cohesion pro-
jection vector.

In continuing work on origos, new and significant con-
tributions can still be made in more accurate origo approx-
imation, and understanding ways to fuse the origos of both
hands. Since not all discourse segments, even in a map-
based planning exercise are origo-bound, one does not ex-
pect to obtain a complete parse using the origo device alone.
In our ongoing research, we are identifying more such de-
vices that can give us a more complete picture of multi-
modal discourse.

Along with our other work on handedness, gestural sym-
metries and hold analysis [18, 19, 4] this origo analysis
work is another instance of our vision of gesticulation anal-
ysis in natural discourse. Such analysis is an alternative to
the ‘recognition of one discrete gesture out of k stylized
whole gesture models’ paradigm. Clearly natural gesticu-
lation accompanying speech is a far more dominant way in
which gestures are used than any stylized system of whole
gesture semaphores.

Acknowledgments

This research has been funded by the U.S. National Sci-
ence Foundation STIMULATE program, Grant No. IRI-
9618887, “Gesture, Speech, and Gaze in Discourse Seg-
mentation” and the National Science Foundation KDI pro-
gram, Grant No. BCS-9980054, “Cross-Modal Analysis of
Signal and Sense: Multimedia Corpora and Tools for Ges-
ture, Speech, and Gaze Research”.

References

[1] David McNeill, “Growth points, catchments, and con-
texts”, Cognitive Studies: Bulletin of the Japanese
Cognitive Science Society, vol. 7, 2000.

[2] David McNeill and Susan Duncan, “Growth points
in thinking-for-speaking”, in David McNeill, editor,
Language and Gesture, chapter 7, pp. 141–161. Cam-
bridge University Press, Cambridge, 2000.

[3] Erhard Hinrichs and Livia Polanyi, “Pointing the way:
A unified treatment of referential gesture in interactive
discourse”, Papers from the Parasession on Pragmat-
ics and Grammatical Theory, Chicago Linguistics So-
ciety, vol. 22nd Meeting, pp. 71–78, 1986.

7



[4] D. McNeill, F. Quek, K.-E. McCullough, S. Dun-
can, N. Furuyama, R. Bryll, X.-F. Ma, and R. Ansari,
“Catchments, prosody and discourse”, in in press:
Gesture, 2001.

[5] David McNeill, “Catchments and context: Non-
modular factors in speech and gesture”, in David Mc-
Neill, editor, Language and Gesture, chapter 15, pp.
312–328. Cambridge University Press, Cambridge,
2000.

[6] C. Bühler, “The deictic field of language and deictic
words”, in R.J. Jarvella and W. Klein, editors, Speech,
Place, and Action, pp. 9–30. John Wiley & Sons, Lon-
don, 1982.

[7] S.C. Levinson, Pragmatics, Cambridge U. Press,
Cambridge, 1983.

[8] W. F. Hanks, Referential practice: Language and lived
space among the Maya, U. Chicago Press, Chicago,
1990.

[9] J. Haviland, “Pointing, gesture spaces, and mental
maps”, in D. McNeill, editor, Language and gesture,
pp. 13–46. Cambridge U. Press, Cambridge, 2000.

[10] D. McNeill, J. Cassell, and E.T. Levy, “Abstract
deixis”, Semiotica, vol. 95-1/2, pp. 5–19, 1993.

[11] R.Y. Tsai, “A versatile camera calibration technique
for high accuracy 3d machine vision metrology using
off-the-shelf TV cameras and lenses”, IEEE Journal
of Robotics and Automation, vol. RA-3, pp. 323–344,
1987.

[12] F. Quek and R. Bryll, “Vector Coherence Mapping: A
parallelizable approach to image flow computation”,
in ACCV, vol. 2, pp. 591–598, Hong Kong, Jan. 1998.

[13] F. Quek, X. Ma, and R. Bryll, “A parallel algorithm
for dynamic gesture tracking”, in ICCV’99 Wksp on
RATFG-RTS., pp. 119–126, Corfu, Greece, Sep.26–27
1999.

[14] Francis Quek, “Eyes in the interface”, Int. J. of Image
and Vision Comp., vol. 13, pp. 511–525, Aug. 1995.

[15] Francis Quek, “Unencumbered gestural interaction”,
IEEE Multimedia, vol. 4, pp. 36–47, 1996.

[16] C.H. Nakatani, B.J. Grosz, D.D. Ahn, and
J. Hirschberg, “Instructions for annotating dis-
courses”, Technical Report TR-21-95, Ctr for Res. in
Comp. Tech., Harvard U., MA, 1995.

[17] Boersma P. and Weenik D., “Praat, a system for do-
ing phonetics by computer”, Technical Report Report
132, Institute of Phonetic Sciences of the University
of Amsterdam, 1996.

[18] F. Quek, D. McNeill, R. Ansari, X. Ma, R. Bryll,
S. Duncan, and K-E. McCullough, “Gesture cues for
conversational interaction in monocular video”, in
ICCV’99 Wksp on RATFG-RTS., pp. 64–69, Corfu,
Greece, Sep. 26–27 1999.

[19] F. Quek, D. McNeill, R. Ansari, X. Ma, R. Bryll,
S. Duncan, and K-E. McCullough, “Gesture
and speech cues for conversational interac-
tion”, submitted to ToCHI, 2001, VISLab,
Wright State U., Tech. Report VISLab-01-01,
http://vislab.cs.wright.edu/Publications/Queetal01.html.

8




