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Abstract
Determining the similarity of document images is an im-
portant first step for several document retrieval tasks, such
as document classification, information extraction, and re-
trieval based on visual similarity. In this paper, we propose
a method to describe and compare the content and layout
of a document given only an image of the document. A
tree structure is used to capture the hierarchical structure
of the document. Two documents are then compared using
a tree matching strategy.

1. Introduction

Determining the similarity of document images is an im-
portant first step for several document retrieval tasks, such
as document classification, information extraction, and re-
trieval based on visual similarity [5]. These document re-
trieval tasks are important when dealing with large databases
of document images. For example, document retrieval is
necessary when a database user wants to find documents
in the database which are similar to a particular example
document. Document classification could be useful in de-
ciding where to file a document image being added to the
database, or in choosing the most appropriate document
model, if the models are different for various classes. All
of these tasks require some notion of document similarity.
When assessing what makes document images similar, we
consider both of the following to be important: the content
of the document (words, pictures, etc.) and the layout of
the document (how the content of the document is orga-
nized). In this paper, we propose a method to describe and
compare the content and layout of a document given only
an image of the document. A tree structure is used to cap-
ture the document’s hierarchical structure. Two documents
are then compared using a tree matching strategy.

The document comparison problem has been studied
for some time. Some methods depend only on the text
content of the document, as in [2, 3, 7]. Such methods
have proven to be very effective for comparing documents
which are all or mostly text, but they do not take into ac-
count either the pictures and graphics that might be present

in the document or the physical layout of the document.
Srihari, Zhang, and Rao [10] give an example of a method
that uses both text and picture information to query a doc-
ument database, but this method still does not make use of
the layout of the document. The method of Hu et al. [5]
classifies documents based on the layout of text regions,
but does not take into account the content of the text re-
gions or picture regions. All of these methods either do
not take the document layout into account or do not de-
scribe the layout in a hierarchical manner. An example of
describing the layout of a document using a hierarchical
structure appears in [6], which uses a stochastic regular
grammar to produce a segmentation of the document.

We introduce a method to describe both the layout struc-
ture and the content of a single-page document image. We
begin by partitioning the document into meaningful re-
gions and calculating several features of these regions. We
then define a distance between regions, and as in [8], we
recursively merge the two nearest regions until all regions
have been merged. Thus we create a binary partition tree
whose nodes correspond to regions in the document and
contain features to describe these regions. The leaves of
the tree correspond to the various small regions of a docu-
ment such as paragraphs, images, captions, etc., while an
internal node of the tree corresponds to a logical group-
ing of all the leaf regions descending from it. For exam-
ple, an internal node could correspond to a column of text,
which is the union of several paragraphs. While the gen-
eral idea of describing an image with a binary tree is sim-
ilar to [8, 9], our definition of features and of the rules for
merging regions are novel and specific to our application.

We then compare two document images by comparing
their document trees. The criterion for this comparison
is based on an extension of the concept of edit distance
between trees [11].

The organization of this paper is as follows. Section 2
describes how the document trees are constructed, Sec-
tion 3 describes how the distance between two documents
is measured, Section 4 presents preliminary examples il-
lustrating our algorithm, and Section 5 contains some con-
cluding remarks.
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Figure 1: Document tree illustration. (a) A document with three
text regions and two image regions. (b) The regions of the doc-
ument before region merging. (c,d,e) The document tree and
remaining regions of the document after two, three, and four
merges, respectively. (f) The final document tree describing the
image in (a).

2. Forming the Document Tree

The document tree is a binary tree which describes both the
content and the layout of the document. It is formed by first
segmenting the document into meaningful regions, then
calculating features of these regions, and finally defining a
distance between regions based on these features. The dis-
tance is then used to merge the regions recursively into a
binary tree describing the document. Fig. 1 illustrates this
concept. Given a document and a partition of the document
into meaningful regions, we recursively merge similar re-
gions. In Fig. 1(f), the root node corresponds to the entire
document, which is split into background and content. The
content is split into text and image regions, which are then
split into their smaller components.

The recursive region merging procedure used to create
the document tree implies the following: (i) the document

Raw
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PartitionPreprocess
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Algorithm Postprocess

Figure 2: Block diagram of segmentation procedure

has been segmented into regions, and (ii) there exists a way
to discern which regions are “closest”, that is, which re-
gions should be merged first. Task (i) can be accomplished
with any image segmentation program that partitions the
image into several regions. To accomplish task (ii), we
first define for each region several features to describe the
region. We then define a distance function between re-
gions that depends only on the feature vectors of the two
regions being compared. This distance function is the cri-
terion for deciding the order in which regions are merged
while forming the document tree. The region pair with
minimum distance is merged recursively until only one re-
gion remains.

2.1. Segmentation

The procedure for segmenting a document is illustrated in
Fig. 2. The raw input file goes through a preprocessing
step to produce an image that can be passed to the partic-
ular segmentation algorithm that was chosen. The output
of this segmentation algorithm is then passed through a
postprocessing step that removes any unwanted noise or
insignificant details in the segmentation, yielding a useful
segmentation of the document. The regions defined by this
useful segmentation of the original document become the
leaves of the document tree.

Note that this strategy does not specify the use of one
specific segmentation procedure. Any reasonable segmen-
tation procedure with appropriate preprocessing and post-
processing steps could be used. We chose to use the Train-
able Sequential Maximum a Posteriori (TSMAP) segmen-
tation algorithm in [1] to perform the segmentation of the
documents. The TSMAP algorithm uses Bayesian multi-
scale techniques to find an estimate of which class should
be assigned to each pixel in a grayscale image. We trained
the TSMAP algorithm to assign one of the following four
classes to the pixels of the image being segmented: header
text, body text, image, and background. The output of the
TSMAP segmentation step is then an image whose pixels
contain the class numbers assigned to the corresponding
pixels in the original document.

2.2. Features

Once the document has been split into regions, we need
to define the feature vectors and a corresponding distance
function which will be used to create the document tree.
To do this, we need to have some measure of similarity
between regions. Of course, this measure of similarity is
dependent on the application, giving rise to many possible
feature vectors and distance functions. For this paper, we



restrict our measure of similarity to depend on the follow-
ing five characteristics of the regions: class, size, position,
color, and text content.
Class: The segmentation program assigns to each region
one of several classes. Our measure of similarity depends
on class in the following way. The classes of the regions
being compared determine how heavily to weight the other
four closeness factors. For instance, the text content of
the regions is much more important in a comparison of
two body text regions than in a comparison of two image
regions.
Size: Small regions should be merged before large regions.
For instance, we want the various text regions of a docu-
ment such as paragraphs to merge with each other into one
large text region before any of them merge with a huge re-
gion such as the background.
Position: Region pairs which are spatially close should be
merged before region pairs which are spatially far from
each other. For instance, in a column of three paragraphs,
the first merge should not be the top-bottom pair.
Color: Regions with similar color characteristics should
be considered close.
Text Content: Regions with similar text content should be
considered close. This applies more to regions containing
much text than to regions containing little or no text.

We emphasize that these five measures of similarity are
assumptions specific to our particular example, and that for
other applications, other assumptions guiding the measure
of similarity could be more appropriate.

The regions of the image are defined as the connected
components of the postprocessed segmentation of the im-
age. Several features are defined in [4] that describe the
region in terms of the five similarity characteristics above.
Once the features are calculated, they are the only informa-
tion about the regions that is saved and used. The features
alone determine the distance [4] between regions when the
document tree is formed, and each node of the document
tree contains the aggregate features that describe the sec-
tion of the document descending from that node. We define
the distance function between regions in [4] to implement
the above assumptions about what makes regions similar.

3. Distance Between Document Trees

In a document database, each document can be charac-
terized by a binary tree as described in Section 2. Then
the similarity between documents can be defined by the
distance between their corresponding trees. This section
describes the similarity criteria that we use in our docu-
ment processing system. To define the distance between
two trees, we extend the concept of edit distance [11].

We let r(T ), L(T ), and R(T ) be the root node, the left
subtree, and the right subtree of a tree T , respectively. |T |

denotes the number of nodes in the tree T . We define the
yield Y (T ) to be the set of all leaf nodes of tree T . A
yield-partitioning set of any tree T is defined to be a set of
subtrees of T whose yields form a partition of Y (T ).

We first define the distance between two trees for sev-
eral simple scenarios, and then generalize to any pair of
trees using a recursive formula. First, the distance be-
tween a tree and itself is 0, ‖T,T‖ ∆

= 0. If two trees T and
T̂ consist of a single node each, we set the distance be-
tween them to χ(r(T ),r(T̂ )) where χ [4] is an application-
specific function which is symmetric (χ(x,y) = χ(y,x)).
For the general T and T̂ , we use the recursive definition
in Eq. (1), where γ(T, T̂ ) is a function which penalizes the
dissimilarity between yield-partitioning sets of T and T̂ ;
δ(R(T )) and δ(L(T )) represent the costs of pruning R(T )
and L(T ), respectively; and w is an application-specific
weight such that 0 ≤ w ≤ 1.

The intuition behind the recursive part of formula (1)–
i.e., the second term–is as follows. One situation when
we would like to say that T and T̂ are similar is if their
roots correspond to similar regions, and their set of leaves
describe similar sets of subregions. We would therefore
like to compare the respective roots of T and T̂ as well as
their yield-partitioning sets. This is what the last line of
Eq. (1) does. Another case when we would like to say that
two regions are similar is when one of them is a subregion
of the other, provided that the difference between these two
regions is not significant. The rest of the recursion is an
implementation of this comparison.

As suggested by Eq. (1), the distance between two trees
can be calculated using a recursive algorithm. To avoid re-
dundant computation, whenever the distance between two
subtrees is computed, it is stored. The distance between
each pair of subtrees is thus computed only once. The time
complexity of this algorithm is O(NN̂) where N and N̂ are
the numbers of nodes in the trees T and T̂ , respectively.

4. Preliminary Evaluation

In the previous sections, we have described a general strat-
egy for forming and comparing hierarchical document de-
scriptions called document trees. This section describes
some results of applying this specific strategy to documents
in our database.

The database we used for the experiment consisted of
41 one-page documents in PDF format. We converted each
one to a 400 dpi (157.5 dpcm) color image to obtain 41
page images to test our method. We then formed a docu-
ment tree to describe each of these document images. The
first step of forming the document tree is to segment the
document into regions. The images were first put through
the segmentation procedure whose block diagram appears
in Fig. 2. Once we had a segmentation of the original im-
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age, we found the connected components of the segmenta-
tion to define the regions of the document and recursively
merged these regions to form the document tree. Using
these trees, we then calculated the distances between doc-
uments using the method explained in Section 3.

For testing our system, we chose a document and cal-
culated the distance between its document tree and all the
other document trees. Fig. 3 shows the test document and
the document closest to this test document. Also below
each document, their corresponding document trees are
provided. In Fig. 4, the 2nd through 10th closest docu-
ments to the test document are shown, arranged in the or-
der of increasing distance from the test document.

5. Conclusions

We have proposed a general framework for capturing and
comparing the hierarchical structure of document images.
Our preliminary experiments show that our method pro-
duces results that make sense intuitively. Our future work
will focus on training the weights in the distance functions
and evaluating the importance of features.
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Like Nation,
Growth in
Az. Slowing
But State Still Projected
to Gain Nearly 150,000
Jobs Over Two Years

One year ago, the U.S. economy
was at its zenith — the New Econ-
omy was forging forward into the
new millennium with a bang!
Scarcely had anyone at the time
thought that a bear market was enter-
ing the picture.

But up to then, investors and bank-
ers were chasing everything with a
“high-tech,” “Internet,” and “IPO” spin
on it.  This was a time when seldom
did investors ask about net profit;
rather, they focused on such terms as
“multiples” and “capitalization.”

Many of these high-flying companies
with clearly inflated stocks had never
experienced a net profit.  Moreover,
many were never expected to realize
one.  Money was abundant and in-
vestor gains were most often sought
by riding the upward wave of share
appreciation — some 30, 40, and
greater times the company’s earnings.
Investment bankers raced to support
newly created companies to the mar-
ket, eager to watch yet another IPO’s
(initial public offering’s) share price
shoot upward toward the moon.
This, however, is an example of
much of what Alan Greenspan, chair-
man of the Federal Open Market
Committee (FOMC) referred to as “ir-
rational exuberance,” a level of be-
havior about which he stressed
serious concern and caution.

At the time, the FOMC tightened
monetary policy to head off inflation
by raising key rates (federal reserve

funds rate and the prime rate).  For
much of the year, monetary policy
kept key rates at relatively high levels
(6.5 percent) so as to temper the
economy into submission — aiming
to tame the raging bull market.  Some
now question whether monetary pol-
icy in 2000 was kept too tight for so
long that the bull market turned to
bear.  But, as you might expect, it’s
not that simple.

Throughout the rest of 2000, con-
sumer optimism and the NASDAQ
stock average would gradually sink to
unanticipated lows.  The once
high-flying tech stocks either went
bust or were now representing a
mere paltry fraction of the value that
they earlier boasted.

The year 2000 was a year in which
businesses, investors, job seekers and
the employed were highly — some
would argue overly — optimistic.
Consumers had little to fear, except
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RA Expects
Slow Recovery
in Az. Economy
Forecast Calls for Increase
of Only 38,000 Jobs
Over Two-Year Period

In 2001, Arizona businesses ex-
panded by nearly 23,000 nonfarm pay-
roll jobs, representing growth of one
full percentage point. While this may
appear comparably better than the na-
tional economy — which grew by a
meager three-tenths of one percentage
point — Arizona’s economy is pro-
jected to experience additional weak-
ness in its job growth during 2002.

According to Arizona’s Department
of Economic Security, Research Ad-
ministration (RA), Arizona will lose

more than 17,000 jobs (-0.8%) in 2002
as businesses continue to adjust their
workforce to slower demand and
cost-containment goals.  However, a
general recovery is expected in 2003
as economic momentum builds and
businesses add more than 55,000 jobs
(2.5%).

In all, RA’s two-year forecast calls
for job growth of more than 38,000
jobs as weakness is projected to be
nearly pervasive among industries in
2002.  Perhaps more notable is that
the once enviable and fast-growing
metropolitan areas are expected to
show the sharpest downturn in jobs
in 2002.

Arizona’s construction industry has
been showing slower job growth
since 1998.  The industry slowed
even further, adding only 3,000 jobs
(1.9%) in 2001.  Low mortgage rates
helped homebuilders sell a record

number of homes in 2001, according
to the initial figures provided in a re-
cent report by the Meyers Group.
While the permit activity has begun to
slow, the Phoenix-Mesa Metropolitan
Area (MA) was ranked second among
metropolitan areas in single-family
permits.  RA forecasts show construc-
tion jobs will decline by roughly 4
percent in 2002, recovering slightly to
show a three-tenths of one percent-
age-point gain in 2003.

Arizona’s manufacturing businesses
reduced their workforce by an aver-
age of nearly 3 percent in 2001.
Pulled down by retracted business in-
vestment spending that had for many
years earlier supported robust growth,
durable-goods manufacturing experi-
enced more severely the cutbacks in
employment.  RA projections show
continued weakness in the hardest hit
sectors of industrial machinery and
metal-products manufacturing.  And
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Figure 3: Our system classified document ArizonaEconomy1 as the most similar to the document ArizonaEconomy2, among 40 doc-
ument images. The bottom row shows the document trees for the two images. The numbers inside the tree nodes represent a region
number, and the color represents the average color of the region.
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Even as more and more Arizona
firms announce large layoffs, driving
Arizona’s unemployment rate up,
large numbers of vacancies exist
throughout the state for registered
nurses. The Arizona Hospital and
Healthcare Association (AzHHA) re-
ports a statewide average registered
nurse vacancy rate of 16 percent.1

A vacancy rate of that magnitude
implies that there are more than 5,000
registered nurse (RN) jobs around the
state going wanting for qualified can-
didates, on average, given the Depart-
ment of Economic Security, Research

Administration (DES, RA) estimate of
32,070 registered nurse jobs statewide
in 1999.2 There are corroborating sta-
tistics from the Healthcare Institute of
the AzHHA, which has determined
that in 2000 there were 33,135 active
Arizona RN licenses and that 90 per-
cent of  the RNs were in the work-
force, a larger share than the national
average (82.7%).3

Arizona is not unique. A nurse short-
age exists nationwide with some areas
worse off than others, and Arizona as
bad off as any. The national average
nurse vacancy rate is 11 percent (see
Figure 5), according to AzHHA, and
there are 2,115,815 active nurse li-
censes with 1,749,779 nurses in the
workforce (see Figure 4).4

Reasons for Shortages

Assorted studies have identified
multiple reasons for the short supply
of registered nurses in Arizona and
nationally:

• An AzHHA study cites Arizona’s

fast population growth (40 per-
cent increase between 1990 and
2000), while Arizona’s educa -
tional systems are graduating
only slightly more RNs now
than 10 years ago.5

• Job dissatisfaction and the aging
of the nurse workforce (see
Figure 1) are other reasons,
according to a General Account-
ing Office (GAO) report in July
to the U.S. House of Represen-
tatives’ Ways and Means Com-
mittee Subcommittee on
Health.6

• Fewer young women are choos-
ing a nursing career, because
they now have more alterna-
tives from which to choose.7

• Managed-care health insurers
have reduced reimbursement
rates to acute-care facilities, re-
quiring lower operating bud-
gets, which have constrained
salaries.8

• Immigration laws constrain im-
porting nurses from countries,
such as Spain and the Philip-
pines, with surplus supply (see
related story, p. 6).9

Job dissatisfaction — which results
from a variety of circumstances in the
nurse environment — was cited often
as the most egregious factor leading
to short supply. Short staffing — in
part resulting from the shortage and
in part from reassignment of duties by
managed-care companies — requires
the remaining nurses to provide care
to more patients.  Nurses who believe
they can’t give the quality of care
they have been trained to provide
feel frustrated.  Short staffing also
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RNs in Short
Supply at
Az. Hospitals
Vacancy Rate Hit 16%
in 2000, Study Shows

BLS Program,
WARN Can
Give Details
of Layoffs

Note: In light of the large number of
layoffs in Arizona (and nationally)
during the past 18 months, portions of
articles on federal legislation and a
data-collection program that report
mass layoffs are being reprinted with
some updated information.  The arti-
cles were part of a three-part series —
published in the April, May, and June
1992 issues of Arizona Economic
Trends — that focused on pro-
grams/legislation designed to track
and ease the effects of mass layoffs on
workers and their communities.

It was about a decade ago that a
long period or prosperity came to an

end with a conflict in the Middle East.
At the time, problems in the finance
industry — brought on by change in
the federal tax laws and loose lending
policies and cuts in defense spending
at the end of the Cold War — trig -
gered a rash of mass layoffs.  States
such as California — with major de -
fense manufacturers and a large mili-
tary presence — were decimated by
military cuts, while in Arizona nary a
savings & loan was left for the Reso-
lution Trust Corp. to pick up the
pieces and sell off to more stable fi-
nancial concerns.

Fast forward to the spring of 2000.
Stock prices were at an all-time high
and just a company’s association with
the Internet meant instant name rec-
ognition and added value to its stock
price.  After eight years of prosperity,
it looked like the Federal Reserve had
found a way to manipulate the finan-
cial markets to bypass recessions.

Then … the bubble burst. First
stock prices began to fall, then compa-
nies seeing their business value shrink-
ing, started liquidating assets, most
notably their workers. Internet busi-

ness became synonymous with red
ink, and instant millionaires began fil-
ing for bankruptcy. The high-tech in-
dustry was (and still is) hit the hardest,
with companies such as Motorola lay-
ing off a quarter (nearly 40,000) of its
employees within an 18-month period.
And mining businesses, suffering from
low copper prices, began abandoning
Arizona and other states for cheaper
labor in South America and Third
World countries.

Then the events of September 11th
sent further shock waves through an
already shaky U.S. (and Arizona) econ-
omy, with the transportation and tour-
ism industries receiving a shaking the
equivalent of 8.0 on the Richter scale.
Arizona has been particularly hard hit
because it is home to America West
Airlines (which laid off 2,000 employ-
ees immediately) and is heavily de-
pendent on the tourism industry.
Resorts, suffering from low occupancy
rates to begin with, and related indus-
tries (e.g., travel agencies) were forced
to cut employees. And state and local
government, feeling the effects of
lower revenues, has had to tighten its
belt in light of a $1.5 billion two-year
state budget deficit.

There are several options for assess-
ing the employment carnage nationally
and locally for the last two years, but
each has its limitations and, in some
cases, the data can be misleading.

One way would be to look at the
change in nonfarm payroll employ-
ment and labor force data.  The U.S.
Department of Labor’s two major em -
ployment surveys, the Current Em-
ployment Statistics (CES) and Local
Area Unemployment Statistics (LAUS)
programs, track industry employment
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Iron in Minnesota's Ground
Water

What is iron?

Iron is a chemical element that is
widely distributed in geologic
materials. Iron is slowly released
from soil and rocks to ground water.

The fate of iron in ground water
depends on the form of iron
present. Under reducing
conditions, ferrous iron (FeII or
Fe+2) occurs. Under oxidizing
conditions, ferric iron (FeIII or
Fe3+) dominates. Concentrations
of ferrous iron in ground or surface
water may be more than 1 mg/L
(part per million). Ferric iron,
although relatively insoluble, forms
complexes with other chemicals or
with suspended material.

What are sources of iron in ground
water?

Most iron in Minnesota's ground
water occurs naturally. Iron exists
at high concentrations in many
types of rocks. Concentrations may
be as high as 40,000 mg/kg (parts
per million) in igneous rocks, but
less than 8,000 mg/kg in limestone
and dolomite.

There are many industrial
applications for iron, including use
in machinery and structural
materials. Consequently, iron
concentrations in soil impacted by
these materials can be very high.

An example is soil beneath metal
recyclers. However, despite these
high concentrations, only small
quantities of iron are likely to leach
to the ground water.

What is considered a safe level of
iron in ground water?

The Secondary Maximum
Contaminant Level (SMCL) for
iron is 0.30 mg/L. This standard is
not based on human health effects.
Iron stains plumbing fixtures and
clothing. The SMCL is based on
the concentration of dissolved iron
in ground water.

How is iron distributed in
Minnesota ground water?

Iron exceeded the SMCL of 0.30
mg/L in about 70 percent of the
wells sampled in the Ground
Water Monitoring and Assessment
Program (GWMAP) statewide
baseline network of 954 wells. The
concentration of dissolved iron will
be smaller since samples were not
filtered. Nevertheless, dissolved
concentrations are likely to be high
in many samples, since iron concen-
trations were strongly correlated
with oxidation-reduction conditions
in ground water. This means that
as more reducing conditions occur,
more iron enters into solution, as
would be expected. The median
concentrations of iron in all aquifers
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Estimating Ground Water

Sensitivity to Nitrate Contamination

Water resource managers often view ground

water pollution sensitivity maps as an

important tool for ground water protection.

Methods for mapping sensitivity consider

factors such as soil permeability, aquifer

conduc-tivity, depth to water, and recharge.

Sensitivity ratings are based on the time it

takes for water to travel from a point of

origin (for example, a septic system or a

farm field) to the water table or an aquifer.

Sensitivity methods based strictly on time of

travel provide little information about the

potential fate of contaminants in ground

water. For example, nitrate can be trans-

formed in ground water through a process

called "denitrification." Denitrification

reduces potential negative effects of nitrate

on drinking water or surface water receptors.

The Ground Water Monitoring and Assess-

ment Program (GWMAP) of the Minnesota

Pollution Control Agency (MPCA) has

collected data that suggest denitrification is

an important process in ground water. Denitri-

fication occurs within well-defined conditions

in ground water. Assessing these conditions

is an important tool for water managers, and

is more useful in aquifer management than

simple estimates of hydrologic sensitivity.

"Geochemical sensitivity" is the term we use to

describe sensitivity of ground water to

nitrate contamination.

Under what conditions is an aquifer

sensitive to nitrate contamination?

In Minnesota, surficial aquifers are

recharged annually. This means the time it

takes water to move from a point of origin

to the water table is less than one year. By

traditional mapping techniques, these

surficial aquifers are considered sensitive to

nitrate contamination. Resource managers,

in turn, may use these sensitivity estimates

for water plan-ning, even though deeper

portions of these aquifers may not be

sensitive because nitrate will be denitrified.

Recharge and infiltration certainly affect the

fate of nitrate in the environment, but we

emphasize the importance of characterizing

the aquifer chemistry to predict the fate of

nitrate. These concepts are explained in

greater detail in a report (MPCA, 1998a).

The following table can be used as a rough

guide to identify ground water that is

sensitive to nitrate contamination.

When using this table, all three criteria

must apply for a ground water sample to

be classified as sensitive or not sensitive.

This is important, because we have observed

mixed results for many samples. Dissolved

oxygen and oxidation-reduction potential

(ORP) are measured in the field1. Iron samples

are filtered in the field using a 0.45-micron

Characteristic

Filtered iron concentration

Eh

Dissolved oxygen

Not sensitive

More than 1 part per million

Less than 225 millivolts

Less than 1 part per million

Sensitive

Less than 0.1 part per million

More than 250 millivolts

More than 1 part per million
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Cadmium, Lead and Mercury
in Minnesota's Ground Water

What are cadmium, lead and
mercury?

Cadmium, lead and mercury are
metals that are found at relatively
low concentrations in the environ-
ment. Their behavior differs widely.
Lead is nearly immobile in soil,
cadmium is somewhat mobile, and
mercury can be very mobile in
certain forms. Mercury is highly
volatile, while cadmium and lead
are not. Despite these differences,
cadmium, lead and mercury are
very toxic to humans and other
organisms. They are important
chemicals of concern in the
environment, and their effects can
be long-lasting. Consequently, they
are discussed together.

What are sources of cadmium, lead
and mercury in ground water?

Concentrations of cadmium, lead
and mercury in rocks are
approximately 1.0, 5.0 and 0.5
mg/kg (parts per million). These
chemicals are not very soluble and
natural concentrations in ground
water will be less than 0.5 µg/L
(parts per billion).

Cadmium, lead and mercury have
many anthropogenic sources.
Cadmium is widely used in
industrial applications, including
the manufacture of batteries. It is

also found in industrial wastes,
sewage sludge, mining wastes, and
fossil fuel combustion products.
Lead was once commonly used in
automobile fuels, paint and
plumbing. Although these uses
have decreased, lead is still used in
batteries and alloys, and it is found
in sewage wastes and in fossil fuel
combustion products. The primary
anthropogenic sources of mercury
are fossil fuel combustion, disposal
of human waste and smelting
activities. Mercury has been used
also in paints and pharmaceuticals.

What are considered safe levels of
cadmium, lead and mercury in
ground water?

The Minnesota Department of
Health (MDH) established a health
risk limit (HRL) of 4 µg/L (parts
per billion) for cadmium. A HRL
is the concentration of a contam-
inant in ground water that is safe
to ingest daily over a lifetime. The
HRL was based on kidney effects
in animal studies. Health-based
drinking water criteria have not
been established for mercury and
lead. The maximum contaminant
level (MCL) for mercury is 2 µg/L.
No level of lead is considered
safe in drinking water, although an
action level of 15 µg/L at the tap
can be used to identify highly
impacted water. An additional 
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Barium, Beryllium, Calcium,
Magnesium and Strontium
in Minnesota's Ground Water

What are barium, beryllium,
calcium, magnesium and
strontium?

Barium, beryllium, calcium,
magnesium and strontium belong to
a group of chemicals called the
"alkaline earth metals." Although
these chemicals belong to the same
chemical group, they vary widely in
their abundance and behavior in
ground water and in their potential
health effects.

What are sources of barium,
beryllium, calcium, magnesium and
strontium in ground water?

Calcium and magnesium are
abundant in rocks and soil,
particularly limestones and
dolomites. They are relatively
soluble.

Strontium and barium are also
abundant in earth materials,
although their concentrations are
one to two orders of magnitude
lower than those of calcium and
magnesium. Strontium and barium
are less soluble than calcium and
magnesium, but are found in
appreciable quantities in aquifers
consisting of sandstone and igneous
rocks.

Beryllium concentrations in rocks
are low. Beryllium is less soluble

than the other alkaline earth metals.
Although they are used widely for 
industrial applications, there are no
major anthropogenic (human)
sources for these chemicals.

What are considered safe levels of 
barium, beryllium, calcium,
magnesium and strontium in
ground water?

Calcium and magnesium do not
have drinking water criteria.
Currently, there are no health
concerns associated with these
chemicals. However, calcium and 
magnesium may cause scaling of
pipes. As a very rough
approximation, concentrations of
calcium plus magnesium greater
than 100 mg/L (parts per million)
are classified as "hard."

The Minnesota Department of
Health (MDH) established health
risk limits (HRLs) of 2.0, 4.0 and
0.00008 mg/L for barium, strontium
and beryllium, respectively. A HRL
is the concentration of a contami-
nant in ground water that is safe to
ingest daily over a lifetime. The
HRL for barium considers effects
on the cardiovascular system in
animal studies. The HRL for
strontium considers the bone
system, while the end point for
beryllium is cancer.
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Boron in Minnesota's Ground Water

What is boron?
Boron is a chemical element, often found in rock and soil. It is slowly released into both

ground and surface water. Because of its light weight, it may be liberated relatively easily

as a gas in the form of boric acid. Boron forms an extensive series of chemical complexes, 

but water analyses normally report boron concentrations in terms of elemental boron (B),

without attempting to define the actual species that arc present.

What are sources of boron in ground water?
Some of the boron in Minnesota’s ground water is naturally occurring, although its distribution

varies widely among aquifers, as discussed below. Boron in ground water also comes from the

atmospheric deposition of coal combustion products, storage or disposal of coal ash, and

production of consumer and agricultural products, such as fertilizer. Small amounts have also

been reported in animal wastes such as hog manure. It is possible that over-application of

certain commercial fertilizers, improper manure management practices, or poor storage or

disposal practices for coal combustion products could contribute to the loading of boron to

Minnesota’s ground water in local areas. However, most boron in our ground water is found

naturally in igneous rocks incorporated in the glacial materials covering much of Minnesota or

within the bedrock aquifers of the northeastern part of the state.

What is considered a safe level of boron in ground water?
The U. S. Environmental Protection Agency (EPA) does not have a standard for boron in

drinking water, and it therefore is not federally regulated public drinking water supplies

However, the Minnesota Department of Health (MDH) has established a Health Risk Limit

(HRL) of 600 micrograms per liter (parts per billion, or ppb) of boron in ground water. A

HRL is the concentration of a contaminant in ground water that is safe to ingest daily over a

lifetime. The HRL was established based on reproductive and developmental effects in animal

studies which occurred at much higher levels of boron than are commonly found in Minnesota

ground water. The limit of 600 ppb is a conservative estimate, protective for all people. The

MDH recommends that if boron exceeds 600 ppb in your drinking water, you should consider

finding an alternative source for drinking and cooking. Water with over 600 ppb may still be

used for other household uses, such as bathing and washing. For more information on health

concerns associated with boron and treatment of water supplies to reduce boron

concentrations, see the Minnesota Department of Health fact sheet. Boron in Drinking Water.

How is boron distributed in Minnesota ground water?
Boron exceeded the HRL of 600 ppb in nearly seven percent of wells sampled in the Ground

Water Monitoring and Assessment Program (GWMAP) statewide baseline network of 954

wells. The overall median concentration of boron for all aquifers was 46 ppb. Aquifers with

the greatest percent exceedances of the HRL include the Cretaceous aquifer (33 percent),

certain Precambrian aquifers (11-33 percent), and buried drift aquifers (9.6 percent). Highest

observed values for each of these three aquifers were 4700 ppb from the Cretaceous,

In 2003, two powerful new Mars rovers will be

on their way to the red planet.  With far greater

mobility than the 1997 Mars Pathfinder rover, these

robotic explorers will be able to trek up to 100

meters (about 110 yards) across the surface each

Martian day. Each Mars 2003 rover will carry a

sophisticated set of instruments that will allow it to

search for evidence of liquid water that may have

been present in the planet's past. The rovers will be

identical to each other, but

will land at different

regions of Mars.

Mission Overview

Both rovers are

planned for launch from

Cape Canaveral, Florida,

one on June 3, 2003, and

the second on June 27.

The first should reach

Mars January 4, 2004, the

other on February 25.

The landing for each will

resemble that of the

Pathfinder spacecraft. A

parachute will deploy to slow the spacecraft and

airbags will inflate to cushion the landing. Upon

reaching the surface, the spacecraft will bounce about

a dozen times, and could roll as far as one kilometer

(0.6 mile).  When it stops, the airbags will deflate

and retract and the petals will open up, bringing the

lander to an upright position and revealing the rover. 

The landed portion of the Mars Exploration

Rover mission features a design dramatically differ-

ent from Mars Pathfinder's. Where Pathfinder had

scientific instruments on both the lander and the

small Sojourner rover, these larger rovers will carry

all their instruments with them. Immediately after

landing, the rover will begin reconnaissance of the

landing site by taking a 360-degree visible color and

infrared image panorama. It will then leave the petal

structure behind, driving off to begin its exploration.

Using images and spectra taken daily from the

rovers, scientists will command the vehicle to go to

rock and soil targets of interest and evaluate their

composition and their tex-

ture at microscopic scales.

Initial targets may be close

to the landing sites, but

later targets can be far

afield: These exploration

rovers will be able to trav-

el almost as far in one

Martian day as the

Sojourner rover did over

its entire lifetime.

Rocks and soils will

be analyzed with a set of

five instruments on each

rover, and a special tool

called the rock abrasion tool, or �RAT,� will be used

to expose fresh rock surfaces for study. Each rover

has a mass of nearly 150 kilograms (about 300

pounds) and has a range of up to 100 meters (about

110 yards) per sol, or Martian day.  Surface opera-

tions will last for at least 90 sols, extending to late

April 2004, but could continue longer, depending on

the health of the vehicles.

Science Goals

The mission seeks to determine history of cli-

mate and water at a two sites on Mars where condi-

tions may once have been favorable to life. The sites
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Figure 4: The 2nd through 10th closest documents to the test document in Figure 3


