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Abstract. Vision systems are increasingly being deployed to perfasmmlex surveillance
tasks. While improved algorithms are being developed téoparthese tasks, it is also im-
portant that data suitable for these algorithms be acquizetbn-trivial task in a dynamic and
crowded scene viewed by multiple PTZ cameras. In this payeedescribe a real-time multi-
camera system that collects images and videos of movingtshie such scenes, subject
to task constraints. The system constructs “task visyhiiitervals” that contain information
about what can be sensed in future time intervals. Congtigitttese intervals requires predic-
tion of future object motion and consideration of severatdes such as object occlusion and
camera control parameters. Such intervals can also be necht» form multi-task intervals,
during which a single camera can collect videos suitablarfoltiple tasks simultaneously.
Experimental results are provided to illustrate the systapabilities in constructing such

task visibility intervals, followed by scheduling them ngia greedy algorithm.

1 Introduction

We describe a sensor planning system for controlling, ihtiee, a collection of surveil-
lance cameras to acquire video sequences of moving obpeiple, vehicles), subject to
visibility, resolution and positional constraints. Oumpapach, in general, involves track-
ing the objects in the surveillance site using one or more\iield of view cameras, for a
short period of time, and then predicting their motions @é&small” future time interval.
During this interval, we must predict time-varying visibjl of the objects, schedule the
tasks at hand, re-position cameras and acquire videos pmsupe scheduled tasks. The
demand for such video acquisition is motivated by the foil@asurveillance scenario:
We are given a collection of calibrated surveillance cameraey must be controlled
to acquire surveillance video over a large surveillance, sithich can most simply be

modeled as a large patch of ground plane, possibly annatatiethe locations of specific



regions of interest (e.g., regions near the entrances ldilgs, receptacles such as trash
cans, or regions defined dynamically as vehicles enter apdrsthe site).

Each camera has a field of regard, which is the subset of theiance site that it
can image by controlling its viewing angles (pan, tilt andmo- PTZ - settings). A field
of view of a camera is the image obtained at specific PTZ ggttémd is generally much
smaller than its field of regard.

As people and vehicles move into and through the surveilasite, the cameras are
to be controlled to acquire sets of videos that satisfy teadmnd positional constraints

that define generic surveillance tasks. Examples of tygigaleillance tasks are:

1. Collectk seconds ofunobstructed video from as close to a side angle as possible
for any person who enters the surveillance site. The videst ilmei collected at some
minimal resolution. This task might be defined to support gatognition, or the
acquisition of an appearance model that could be used tegubstly identify the
person when seen by a different camera.

2. Collect unobstructed video of any person while that peisavithin £ meters of region
A. This might be used to determine if a person deposits arcoinj® or takes an object

out of region A.

One could imagine other surveillance tasks that would bendéfto support face
recognition, loading and unloading of vehicles, etc. Aiddially, there are tasks related
to system state maintenance - for example, tasks to imagesarper vehicle to obtain
current position data to update a track predictor such aslmagafilter ([1]); or tasks
to intermittently monitor regions in which people and védsccan enter the surveillance
site. We would like to efficiently schedule as many of thegeeillance tasks as possible,
possibly subject to additional constraints on priority lod tasks.

The problem of sensor planning and scheduling has beerestediensively. [2] pre-
sented a survey covering sensing strategies for objecatredetection, model-based ob-
ject recognition, localization and scene reconstructione of the earliest works is [3]

which introduced a locus-based approach to decide on ticemlent of viewpoints, sub-
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jecting to static resolution, focus, field of view and visilgi constraints. They also de-
scribed an extension of the sensing strategy to laser-ecaange sensor. [4] introduced
the idea of local separating planes which are used to defgilgility volumes, in which
occlusion-free viewpoints can be placed. Then, to satishfield of view constraint, they
introduced the idea of the field of view cone, which is simitathe locus-based approach
given in [3]. These papers did not consider object motior7]sliscusses a dynamic sen-
sor planning system, called the MVP system. They were coedewith objects moving
in the scene, generating a swept volume in temporal spacdligh, using a temporal
interval search, they divide temporal intervals into halwaile searching for a viewpoint
that is not occluded in time by these sweep volumes. Thises thtegrated with other
constraints such as focus and field of view in [7]. The culmamais found in [6], where
the algorithms are applied to an active robot work cell. [8tedimines optimal sensor
placements offline, by considering information that pregigprobabilistic priors of ob-
ject motion - observations made about the motion of objetthé surveillance site are
probabilistically used as inputs to placing sensors offlirtés ensures (probabilistically)
that sensors are placed in positions that will have unot&duviews of moving objects.
Finally, studies on sensing strategies for the purpose ak8bnstruction can be found in
[9-11].

In comparison to these papers, our main contribution liethénreal-time construc-
tion of temporal intervals that satisfy visibility constres on a per-camera basis, which
are used by the system to schedule active cameras for vidiestam. Specifically, our
scheduling approach is based on the efficient construcfiarhat we call Task Visibility

Intervals (TVI's). ATVlIis a 4-tuple:

(¢, (T, 0),[r,d], Validw,qﬁ,f(t))' (1)

Here,c represents a camerd, o) is a (task, object) pair 7' is the index of a task to be
accomplished and is the index of the object to which the task is to be applied, [ani]

is a time interval within which (some temporal segment o) tilisk can be accomplished



using camera. r is the earliest release time of the task whiles the deadline by which
the task has to be completed. Then, for any time instareer, d|, Validy 4 ¢(t) is the
set of pan settings/), tilt settings ¢) and focal lengths () that camera can employ to
capture objecb at timet.

We focus our attention on tasks that are satisfied by videmeets in which an ob-
ject is seen unobstructed for some task-specific minimabgeaf time, and is viewed at
some task-specific minimal resolution during that time qubriThe tasks themselves are

3-tuples:

(p, v, B) 2)

where

1. p is the required duration of the tasicluding worst-case latencies involved in re-
positioning cameras,

2. « is a predicate relating the direction the object is movirlgtiee to the optical axis
of the camera used to accomplish the task (for example tafg@eciew that satisfies
the requirements for a side view or a front view), and

3. A is the minimal ground resolution needed to accomplish thle ta

In general, not all tasks would be applicable to all objease can imagine tasks for
viewing faces of people, license plates of vehicles, etcskuoplicity, we assume that all
tasks are to be accomplished for all objects in the surveilissite. Practically, one would
also need some mechanism to verify, a posteriori, that thlesthave been successfully
completed (i.e., that in fact we have obtained unobstrucigelo of some given object)
so that it an be determined if the task has to be reschedulkithjywof course, will not
always be possible). Ideally, the measurement stage oftabsiitracker can be used for

such verification purpose.

2 System Overview
Our camera control system cycles through three stages byfs@érig. 1) :
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Step 1 Step 2 Step 3

| i i i Timeline

Detection and Planning : Video Acquisition :

tracking : - construct predicted - panning, tilting, zooming

- estimate object motion models assigned cameras

size - construct occlusion
intervals
- construct (M)TVIs
- construct camera
schedules

Fig. 1. Timeline depicting the steps involve in collecting taslesific video sequences.

1. A sensing stage, in which moving objects are tracked tiirdhe surveillance site us-
ing wide field of view cameras. Based on image analysis anbragibn information,
the physical size (height and width) of each object is estithaFor computational
efficiency, in 2(a) and (b), the height and width are used twstract circumscribing
circles to the object’s orthographic projections on thejgmtion planes (referred to
below as “shadows”) of the world coordinate system for pa#diction and visibility
analysis. These shadows are subsequently used for cdirgiretlipsoidal represen-

tation of the object in 2(c) for determining task-specifiadible camera settings.

2. A planning stage, composed of five sub-stages:

(a) A prediction stage, in which the tracks are extrapolatéa the future. The pre-
dicted tracks are straight lines. Additionally, a variameeasure is estimated for
the track and incorporated into the shadows of the objeatrmel So, the final
predicted motion model for each moving object consist ofitigé/idual circular
shadow moving along a straight line; the radius of the shaidoveases linearly
over time with a constant proportional to the error in “figfira straight line to the
track of the object in the sensing stage.

(b) A visibility analysis stage in which we determine, forchkacamera and moving
object, the intervals of time - called visibility intervalsluring which that moving
object will be contained within the camera’s field of regaadd not be occluded

by any other moving object. This analysis is done on the ptigje planes where
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(d)

()

we analyze the movements of the shadows of the moving obj€htstrajecto-
ries of the shadows on the projection planes are represegtpiecewise linear
approximations to the trajectories of the tangent pointhefshadows. Over their
piecewise linear segments, the trajectories of the exirangles of the shadows
with respect to the projected camera center have a simplgtianapresentation.
We then use asymptotically efficient algorithms to find cirgs of the extremal
angles. This allows us to directly determine the intervailsrady which an object is
occluded by some other object; the complements of thesegioal intervals are
the visibility intervals.

A task visibility stage now combines task specific infatian - resolution, di-
rection and duration - with the visibility intervals to idég time-varying camera
PTZ settings that would satisfy a given task during someigorf a visibility
interval. This results in so-called Task Visibility Intedg (TVI). Generally, there
could be many cameras that could be used to satisfy any gigén t

A TVI compositing stage, which efficiently finds small cbimations of TVI's that
can be simultaneously scheduled on a single camera. Wedea# intervals Mul-
tiple Task Visibility Intervals (MTVI's), and determininghem involves finding
non-empty intersections of camera settings over suitalg time intervals for
subsets of tasks and specific cameras.

A scheduling stage using a greedy algorithm.

3. A collection stage in which the cameras are first positicsad then collect the video

segments for the tasks for which they have been scheduled.

Here, the sensing stage is performed using the backgrounimastion algorithm de-
scribed in [12], and the CONDENSATION tracking algorithnorir [13]. Background
subtraction is performed at every frame to detect foregidalabs (which may be the im-
ages of multiple moving objects), with the assumption thgects are initially sufficiently
separated from each other to be detected individually. €hefsobjects are then tracked,

and the observed locations are used to compute the likebcbbpjositions in the next
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frame as the prior for object location in the next frame. TIRNDENSATION algorithm

allows us to generally track individual object through shpmriods of occlusions.

3 Motion Model

Determining visibility intervals for any given (object, m@&ra) pair involvesredicting
future time intervals during which that object is in the saline of sight as some other
object, but is further from the camera, causing it to be atetli The complements of
these intervals, which we refer to asclusion intervals, are thevisibility intervals. In
addition to depending on the trajectory of the object aaguthrough visual tracking, the
prediction of occlusion intervals would also depend on theed’s shape and size. The
size of the object combines our estimates of its physical aiang with the time-varying
uncertainty of its location, predicted from tracking.

In the world coordinate system (with axes &s Y and Z respectively), we ortho-
graphically project the center of a given camera and thewsdtie of each object at a
given time, as points and circles respectively, onto Xg, YZ and X Z planes. The
sizes of the circles are determined by the object’s widthlaidht, as estimated from its
silhouette. On each plane, a projected circle has two tdr@Ents that define its extent
w.r.t the projected camera center. The motion model is tledimed as the time-varying
angular extents of the pairs of tangent points belongingediiplet of circles represent-
ing the object. These projections serve as a simple refgeggenof an otherwise complex
4D (XY Z and time) motion model. Fig. 2 shows a projected circle onXhéplane, with
radiusr, of an objecto w.r.t to the camera center Here,0 is the angular displacement
of the circle center frona, and the angular displacement of the upper and lower tasgent
can be expressed &$,per = 0 — a andgjower = 0 + o respectively, where: = arcsin 7.
Accordingly, the motion model of objeet f. ,(t), parameterized by timebecomes:

. r(t, 1)
feolt) = U {6(t 1) + arcsin a1 I (3)

H=XY,XZYZ




whered(t, IT) andf(t, IT) are the distance and the angular displacement, respgctel

the circle center froma, andr(t, IT) is the radius of the circle on the plafé

.. Y axis
~ Upper tangent point

Lower tangent point.

X axis

Trajectory

Fig. 2. Example of the object’s shadow on th&}” plane. Hereq = arcsin 7.

4 Prediction Stage

Tracking information from the sensing stage (Step 1, Fids Llised to predict the future
positions of the triplet of circles (previous section) eg@nting each object. For ease
of computation, we employ a method that constructs strdigatprediction paths. The
positional uncertainty, which allows variation from theagght-line path, is modeled by
growing the radius of the circle linearly over time as it m®@atong the straight line.

Let the center of a projected circle on one of the planasfelLet Sy,;; be the succes-
sive positions of:;; observed during the tracking interval. Subset$gpf; formed from
consecutive elements are used to predict the direction peeldsofc,,;, with adjacent
subsets sharing common elements. So, for example, theofitgt element would belong
to the first subset, the'" to (k + 1)*" element to the second and so on, where k
is the number of common elements in consecutive subsetset@ondine the direction, a
straight line is fit to the locations af,,; in each subset, while an estimate of the speed
is derived as the displacement between the first and laseeleof the subset divided by
the corresponding time lag. Then, we form a new $gt,4, consisting of the predicted

velocities ofc,,; as:



Spred - {x07x17---7$n}7 (4)

where eaclr;— ..., is a 2-vector of speed and direction, angs the number of subsets
formed fromS;,;;. Eachz; is assigned a weight;, with more recent observations being
assigned larger weights, and with all weights normalizedhso " w; = 1. If we
assume that both speed and direction are independent ofotlaeh) the probability of

observing a velocity can then be estimated as:

2

. 1
Pr(v) = Zwi H Ton

e
i—0  j=1 V4TTj

R (5)

wherej represents the speed and direction componentaélimlthe corresponding band-
width. The confidence intervaly,,in, vmaz], that provides a desired level of confidence,

P, can be found by solving for:

P = /Umaz Pr(v)dv. (6)

Umin

[VUmin, Umaz| 1S Used to compute the region in whiely,; lies in future time instances.
A Minimum Enclosing Circle (MEC) is constructed to encloke predicted region into
which the object is moving, inflated by the size of the circslaadow of the object, using
the linear-time algorithm given in [14] pp. 86-90. It is easyd efficient to determine the
MEC because the predicted region in whigjy; lies at a particular time instance is de-
limited by the arcs of two concentric circles, with the fondpoints of the arcs computed
from the minimum and maximum speed in the “minimum” direatiand the minimum
and maximum speed in the “maximum” direction, as givernWyi, , Vmaqz]. This allows
the MEC to be determined by just considering these four poinhis is illustrated in
Fig. 3.

The MEC models the positional uncertainty and physicalrex@é&each object. Thus,
if the object moves approximately along a straight line vaipiproximately constant speed,

then the subsets ifi,,..; will have similar velocities, and the comput@g,;,, , Vpa.) Will



have a small range, giving rise to a small MEC. This is oppdsaibjects moving along
complex trajectories (e.g., in circles, which can occurderes with curved pathways),
in which case the MEC typically increases in size more qyi@g the paths given by

[Umin s Umaz] INCreasingly deviate from each other.

“minimum speed,/

minimumspéé maximum directjon
. minimum directien .

maximum speed,
naximum direction

maximum speed )
minimum direction” /-

Fig. 3. In the next time instance, the region where the predictedipos of c.,; lie is
delimited by the arcs of two concentric circles as shownhwie four delimiting corners
of the region computed by the minimum and maximum speed, l@dninimum and
maximum direction, given by,,.;,, andv,,q..

The predicted motion model of an object can thus be visudléea progression of a
triplet of MEC’s in time. Two particularly useful observatis, utilized for the construction
of visibility intervals later, can be made about the seriedM&C's. Firstly, each MEC
moves along straight line, and secondly its radius groveslily with time. Both properties
can be easily verified by construction.

To illustrate the performance of the motion predictor, wasider a video sequence
of people walking naturally in a parking fotWe select an individual walking on a curved
path for tracking, and predicted his motion model on the gdoplane as a series of
MEC'’s, using observed tracks of 100 frames. The MEC at eauhdris then compared
with the actual position of the person, obtained by trackiimg throughout the sequence.
The predictions were sufficiently accurate for the requaetbunt of time £ 60 frames),

! To maintain privacy, the sequence is sufficiently grainyts the people are not identifiable

10



even though the observed individual was moving along a cupath. This is shown in

Fig. 4.

(a) Path taken by the tracked person

e g hin MEC =y [ FRRETRE EC valid in frame 9o (oA S

(b) Predicted MEC's using 100 frames of observed tracks.

Fig. 4. In (b), red circles represent the MEC'’s predicted for thdofeing frames, while
the green circle represents the predicted location in theestuframe. Comparing these
circles with the positions given by the tracker (blue bougdbox), the prediction were
sufficiently accurate, as shown in (b), for the required nendf frames, even though the
person was walking along a curved path as shown in (a).

5 Visibility Analysis Stage

The goal of the visibility analysis stage is to constructcpigise analytic representation
of the extremal angles of the time-varying MEC for analysish efficient segment inter-
section algorithm. Time instances at which the extremaleengf the MEC's of different

objects coincide delimits occlusion intervals, during @vhthe objects are occluding one

another.
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If the trajectories of the tangent points of the MEC wereiglralines over time,
t € [to,t1], then the trajectories,; and g'., of the lower and upper extremal angles

c,?

respectively, with respect to camerand object, would be:

arctan(t — to)yo + (t1 — t)y1, (t — to)wo + (t1 — t)z1), (7)

where(zg, yo) and(x1,y;) are the positions of the tangent point@andt; respectively,
and arctany, z) is the four-quadrant inverse tangent function over the eang to .
Such a representation greatly simplifies the computatioacofusion intervals - when
Eqgn. 7 for two objects are equated, they form a simple quiadtaiction of timet, which
is easily solved for the time instances that delimit periofisrossing between the two
objects.

However, the trajectories of the tangent points are, gdgermnlinear. So, we con-
struct piecewise linear approximations to these trajegousing Algorithm 1 and then
employ Eqgn. 7 to construct the desired angular trajectarfiglse pieces. In Algorithm 1,
the predicted motion model refers to the time-sampled wabfe)(¢, IT), r(t, II) and
d(t,II) in Egn. 3, and are easily derived due to the observationseifptévious section
(i.e., that the MEC’s move along straight lines and growdihe over time). The time-
sampled positions of the corresponding tangent pointsteamtie derived accordingly, so

that for example in Fig. 2, th& andY coordinates of the upper tangent point are given

as+/d(t, I1)% — r(t, IT)2sin(0(t, IT) — o) and+/d(t, I1)% — r(t, IT)2 cos(0(t, IT) — )
respectively.

There could also be more solutions between two objects tieerndpoints of valid
occlusion intervals though, as shown in Fig. 5(a). A sohutid ;, between object and
4, that is not the endpoint of any occlusion interval, howeypeaissesses the following

distinguishing property:

[Qc_,z‘(t;j + At)’g:i(t;j + At)] ﬂ[g;j (t;j + At)’g:j (t;j + At)] # 0, (8)
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where At is a small time step.

Special care has to be taken for degenerate cases wherajéutdries of the extremal
angles are not continuous. First, if the tangent point gagseugh the camera center, the
subtending angle is changed fiyr. Second, it is possible for the subtending angle to wrap
around between-7 andr, which for example can happen when the tangent point passes
through the negative portion of th€-axis on theXY plane, as illustrated in Fig. 5(b).
Both degenerate cases can be handled by splitting the chirlggro 7 into segments,

which we referred to as “curve segments”.

Not endpointg; .
Extremal Angle ‘ P “J

Extremal Angle

A s
Endpoint Endpoint 377:
| N
3 g t T X axis
3

Traject ry/

Not endeint ‘ 9e,j Useb; = T, — T"'. Corresponging Extremal Angle-
[ curve is split

tj’j—4t§
Lty + At

(b)

Fig.5.(a); ; is a valid intersection point between objéeind j, but not a valid endpoint
of an occlusion interval. The interval formed by andg,; at a small time intervalAt

away from¢; ; intersects the interval formed mg* andgcj as given in Eqgn. 8. (b) An
example of handlmg wrap around segments onXhé plane.

5.1 Determining Occlusion Intervals Efficiently

Occlusion intervals could now be determined using a bruteefapproach that considers
all pairs of object extremal angle trajectories. Such aebfatce approach incur@(N?)
running time, whereV is the number of curve segments. For lafge we propose the
following optimal segment intersection algorithm.

The set of curve segments, on the extremal angleplane that spans the temporal

interval [to, t1], is sorted according to the values at which they intersexwéitical line
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Algorithm 1 SplitTangentfy,t,,7)

: {Il'istheXY, X Z orY Z plane, on which the trajectory of the tangent point is sptib istraight line(s).
. Letp,, be the position of the tangent point éhatt,, computed from the predicted motion model.
. Letp,, be the position of the tangent point éhatt,, computed from the predicted motion model.
. Interpolate for the midpointn, of p;, andp, onIl,i.e.,m = M

: Compute from the predicted motion model, the actual mmipm on IT of the tangent point at time
t +f

abs wNBE

6: if the difference betweem andm/’ is smallthen
7. Assume the trajectory of the tangent point is linear fromet, to ¢1, and return this trajectory.
8: else
9:  SplitTangentf(, 2t41).
10:  SplitTangentetL, ¢,).
11:  Return the trajectories found in the above two SplitEamt@ calls.
12: end if

t = to. The resulting sorted sel, ., +.q, iS then recursively divided into two sets}
containing curve segments that do not intersect each otte acontaining the rest,
using Algorithm 2. The proof thaf) contains only segments that do not intersect each

other can be verified as follows:

Proposition 1 Let s;— .. 1 bethe new set of segments added to @ (refer to Algorithm 2) at
each recursion step, sorted in descending order by the values at which s; intersectst = .
If s; does not intersect s;, for j > 4, then V¢ > j, s; does not intersect s,. Smilarly, if s;

does not intersect s;, for j < 4, then ¥/ < j, s; does not intersect s,.

Proof. Forj > i, if s; does not intersect;, then it must be true thatt, g.;(t) < gc;(t)
(Eqn. 7). Sinces; 1 does not intersect; (a segment is added 1@ only if it does not
intersect the previously added segment), thery. ;(t) < g j+1(t) - i.e.,Vt, gci(t) <
gej+1(t). It follows easily thatV¢ > j, s; does not intersect,. The converse can be

similarly proven.]

At the end of every step of the recursion, curve segment3 and L’ are checked for
intersections with each other. An additional €@t, contains the index of the intersecting
segment i whenever a segment is addedto Additionally, the algorithm requires that
all curve segments have common start and end time, whichdamiviolated due to the
splitting caused by degenerate cases (Fig. 5(b)), and duewise approximations to the

tangent point trajectories. So, we break time into subriials bounded by the endpoints

14



of the curve segments, to ensure that a curve segment cithesestire time interval in
which it is processed. The number of sub-intervals is ugalall, typically in the range
between 5 to 8.

The complexity of the algorithm i©(N log N + I), where! is the number of inter-
section points - the sorting stage take&V log V), populating@, L’ andQ’ takesO(N),
and the intersection-finding stage takegl). The algorithm is output-sensitive, since its
running time depends on the number of intersections, makiparticularly useful when
the number of intersections is small. The guarantee thanhthesection-finding stage in
Algorithm 2 is anO([I) operation can be easily verified. The intersection-finditage
checks for intersections of each elemenfLbfvith segments beginning from the index of
the corresponding intersecting segmenfiras given by)’. The iterations are performed
in both "directions”, one decrementing and the other in@stimg from the index of the
intersecting segment, stopping when the segments do moséut. The stopping condi-
tion is due to Proposition 1, and thus ensures that the tataber of checks conducted is
o(I).

We conducted simulations comparing the performance of thie lforce segment in-
tersection algorithm and the optimal segment intersedaigorithm. In the simulations,
we use a scene of size 56rB0m, with one camera located in the middle of the left border.
We assume the camera’s field of regard covers the whole s&dined radius is initial-
ized for the physical extent of each object while the posélaincertainty is modeled by
increasing that radius over the prediction period so thattnfidence interval remains at
90%, using the algorithm in Sec. 4. For realistic simulatjarbserved trajectories of real
objects were used as inputs to the simulations. The speesimaj the optimal segment
intersection algorithm and the brute force algorithm is paned in Fig. 6(a)-(c) for pre-
diction times of 2, 5 and 10 seconds respectively. We canhsdddr a typical prediction
time of 2-5 seconds, the breakeven point is at approximdtetp 50 MEC'’s. Since each
object is represented by a triplet of MEC’s (Eqgn. 3), the roplisegment intersection al-
gorithm outperforms the brute force algorithm when theeeaspproximately% objects,

V being the number of cameras, since our visibility analysisonducted for each cam-
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Prediction time = 2 secs, log plot Prediction time = 5 secs, log plot
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Fig. 6. (a)(b)(c) The number of moving MEC'’s, at which the optimajmsent intersection

algorithm outperforms the brute force algorithm is showadpfrediction time of 2, 5 and
10 seconds. The breakeven point for a typical predictiom 2 secs is approximately
40. We show in (d) that the number of intersections between ngppbints is much fewer
thanO(NN?), making an output-sensitive algorithm much more favorable

era. We also show in Fig. 6(d) that the number of interseqtimints is much fewer than
O(N?), even when the prediction time was as long as 30 secondsjrgitvat using an
output-sensitive algorithm is more favorable than a brated algorithm.

After determining the occlusions intervals, we constrhetyisibility intervals as their
set complements. Multiple occlusion intervals resultira different objects occluding
the same object during different temporal intervals ardtdeth by combining their set
complements. The process is performed onXh€, X Z andY Z planes, and the over-

lapping regions between the visibility intervals on thepexgive planes, after discarding
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Algorithm 2 FindIntersection$(, t1, Lsorted)

10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:

{Let Lsorted = {SN, ooy 81}}.

L' =0.
Q=10
Q' =0.

fori=N,...,1do
if the segment; doesn't intersect the last segment@then
Add s; to the end ofQ.
else
Add s; to the end ofl.’.
Add the index of the intersecting segmentjrio Q’.
end if
end for
if L' # () then
{Intersection-finding stage
{Let L' = {s},...,s1}, andQ" = {indk, ...,ind1 }}
for j =k, ...,1do
for ¢ = indj,ind; —1,...,1 do
if s/ intersectss, then
Compute the intersection and report it.
else
Break the lood EnsuresO([) for finding intersections.
end if
end for
for ¢ =ind; +1,..., N do
if s, intersectss, then
Compute the intersection and report it.
else
Break the loop.
end if
end for
end for
FindIntersectionsg, t1, L').
end if

those with durations smaller than the required processing of any task, are the final

visibility intervals.

6

Task Visibility Stage

6.1 3D Representation

The constructed visibility intervals can now be combinethwask specific information
- resolution, direction and duration - to identify time-ysng camera PTZ settings that
would satisfy a given task during some portion of a visipilitterval, giving us a set of
TVI's for each camera. For this purpose, we consider a 3psaldal object representa-

tion that can be written in the form of a quadric expressian as
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xXTox =o, )

where(Q is a symmetrict x 4 coefficient matrix for the quadric and is a point onQ. @
is determined from the sizes of the MEC's on the projecti@ngt at each time step, and

the values of) over time,Q(t), now makes up the predicted motion model.

6.2 Obtaining TVI's

The predicted 3D motion model of each object can be used tgputnfeasible sensor
settings which cameracan employ to capture the object over time while satisfyamkt

requirements. Each camera used in our system rotates ab@xisapassing (approxi-
mately) through the corresponding optical center, andasmable so that the focal length

can be adjusted. As a result, the projection mafttiaf a camera: can be written as:

P(R) = K[R|I], (10
where

— R is the rotation matrix in the world coordinate system dnid the identity matrix.
P is parameterized byR asc re-positions itself by rotating in the midst of executing
some capture, and

feme s o

- K = 0 femy yo is the camera intrinsic matrix. Heré, is the focal length,

0 0 1
(ms, my) are the image scalings in theandy directions,s is the skew factor and

(z0, o) is the principle point.

Then, the image of the object ellipsoid is a cogi¢) = [(1, (2, 3] such that:

¢*(t) = P(R) = Q*(t) » PT(R), (11)
where
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— (*(t) = ¢~(t) is the dual of¢ (¢) assuming full rank, and
— Q*(t) is the adjoint ofQ(t).

Given thatQ(t) represents an ellipsoid;;, (2 and (3 can be respectively written as
[0,0,a%]T, [0,b%,0]" and[0,0, a® * b*]T, wherea andb are the image width and height of
().

The minimum ofa andb then allows us to determine the range of focal length (possi-
bly none) for which the resolution requirement of the taskildde satisfied. We employ
the following procedure to determine ranges of feasiblearansettings for each camera

c and (task, object) pai(T’, o):

1. lteratet from the start to the end of the visibility interval.

2. lterate(t)., ¢.) from the minimum to maximum pan and tilt settings of the caamner

3. Determine the projection matri(R) [Eqn. 10], whereR is determined by). and
Pe.

4. Letf. = f., wheref_ is the shortest focal length that satisfies the minimum tesol
tion (., required by the task.

5. Perform a field of view test by checking whether the imagecfiqn.11] lies outside
the image boundaries (either partially or completely)olfgo to step 7.

6. Incrementf, and repeat step 5.

7. If fo # fo, let £ = f. sincef. now gives the maximum possible resolution while
keeping the object in the field of view.

8. Update the TVlc, (T, 0),[r,d], Validy 4 ¢(t)) [EqQn. 1].

Two things that are important to note are, first, that the ipted motion model is used
to compute the direction the object is moving relative to ¢kenera pose; so the above
procedure is conducted only for cameras for which the ohgatoving in a direction
that satisfies task requirements. For example, if the task é®llect facial images, then
the object must be moving towards the camera. Secondly,dimpatational efficiency,
we use reasonably large discrete steps ih. andg.. An interpolation algorithm is then

used to construct each pair of lines representing the mimirand maximumvalid pan
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settings,(¢y., ¥1), on the pan-time plane, the minimum and maximum valid tittisgs,
(¢, &), on the tilt-time plane, andf, , f.7) on the focal-time plane, as determined by
the above procedure. These projections serve as a simpisegpation of an otherwise
complex 4D volume in PTZ and time. lllustrations are showfim 7. In (a) and (b), 3D
surfaces in)., ¢. and f. att = 0 are shown. Both surfaces f¢f and f;" are shown in
each plot. (a) is without field of view constraint (Step 5 ie tibove algorithm) while (b)

includes that constraint.

7 TVI Compositing Stage

The TVI's constructed above satisfy object visibility, kespecific resolution and field of
view constraint for a single task. In other words, a colatif camera settings for every
time step in a TVI has been computed, so that at each timetsiegystem can choose
a zoom setting from the range of focal length allowed at aiqddr pan and tilt. For a

given camera, subsets of TVI's can possibly be combined atontlultiple tasks could be

satisfied simultaneously in a single scheduled capture.ré@$dting intervals are called
Multiple Task Visibility Intervals (MTVI's). Formally, ast ofn TVI's, each represented

in the form:

(¢, (T3, 04), [ri, di), Validy, ¢, 7, (t)),

for TVI ¢ [Eqn. 1], can be combined into a valid MTVI represented as:

(¢, (T}, 04), [rivdi], () Validy, s, (t), (12)

i=1...n i=1...n i=1...n

when:






The combination of TVI's into MTVI's is illustrated in Fig.(€). For visualization, we
kept the tilt fixed. The figure illustrates how the allowab#mge of focal length varies
with the pan setting over time. A corresponding 2D view isvafon (d) in the pan-
time plane. In (e) and (f), the plot for this task is intergectvith that of another task.
The resulting volumetric intersection is delimited by a pamal interval, and a region of
common camera settings. Again, we utilize a simple reptaten of such volumes to
find these common camera settings. This involves projedtiegn onto the 2D planes
(i.e., pan-time, tilt-time and focal length-time), whehetintersections can be computed
efficiently.

To combine TVI's efficiently, the same optimal segment iséetion algorithm de-
scribed in Sec. 5.1 is used to locate the intersection poimthe pan-time, tilt-time and
focal length-time planes. This is effective for constrngtiMTVI's based on two tasks.
Unfortunately, finding all feasible MTVI's for any number tdsks is computationally
expensive. The system, heuristically, constructs MTV$mg the following iterative pro-
cedure, terminated after a few iterations. The Sgtcomposed of the two task MTVI's is
first constructed using the optimal segment intersectigordhm. Subsequent iterations
then combine elements in the set from the previous iteratloing so only for elements
containing common tasks, identifying valid combinatiosstiaose that satisfy Eqn. 13.
After constructing these (M)TVI's, the system is then reaaol\collect video sequences
that satisfy the tasks on hand, by scheduling a given calecif active cameras based on

the MTVI's and TVI's (Fig. 1).

8 Results

For experimentation purposes, we developed a prototyfddimea system consisting of
four PTZ cameras, synchronized by a four-channel Matrod.darperiments were per-
formed by keeping one of the cameras static, and using it &kdround subtraction
and tracking. The system recovers an approximate 3D sigeatstof each detected ob-
ject from ground plane and camera calibration, and uses th@onstruct the (M)TVI’s,

which are then assigned to cameras using the greedy samgdildjorithm. Such a greedy
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algorithm assigns the (M)TVI that provides the maximum cage of the tasks to an
available camera at each iteration, and terminates whenldiganal (M)TVI's with un-
covered tasks can be found, or when all available cameraslie®n assigned. The laten-
cies of step 2 and 3 in Fig. 1 have to be dealt with properlycBipally, time is “wasted”
as the system plans (step 2) and the cameras assigned farecape re-positioned in
real-time (step 3) based on the PTZ settings associatedheéttorresponding (M)TVI's.
The system deals with these latencies by adding the timéregbfior planning and camera
movement to the required processing time of the task. Tkad#s are, in fact, dominated
by the time it takes the camera motors to stabilize after ng\so is largely independent
of the angles through which the cameras are turned.

The first set of results are shown in Fig. 8 and 9, and theytilites the system time-
line. Here, there is only one task, which involves captutingbstructed full-body video
segments of all the objects at some minimal resolution. &itjustrates how the system
constructs motion models of the detected objects. Trackseobbjects observed over 20
frames (of which four frames are shown in Fig. 8(a)) are shiovenplan view in Fig. 8(b).
These tracks are used to construct the predicted motion Isyadeich are then utilized
in constructing the (M)TVI's. These (M)TVI's are assignexthe three active cameras
for capture based on the greedy scheduling algorithm. Irextaenple shown in Fig. 9,
(@), (b), (c) and (d) show sample frames of the captured gidBeferring to Fig. 8(b),
person 3 was captured with camera 1 in Fig. 9(a), person 2 a@sred with camera 2
in Fig. 9(b), and person 1 was captured with camera 3 in F@©). e remaining person
4 was captured with camera 3, but at a different time peritet @amera 3 was freed up.
Additionally, although the system was set to capture 60 ésof unobstructed video of
each object, the processing time was specified as 80 framimatsa time period of 20
frames each is provided for camera re-positioning.

Fig. 10 then demonstrates the use of (M)TVI's for collectiagial images. Two PTZ
cameras are controlled by a static detection camera to reaptdeo sequences of two
moving persons so that their faces are visible. The pratlictetion models are used to

determine when people are unobstructed and moving towasdsara.
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Fig. 11 and Fig. 12 illustrates the effect of changing resmurequirement on the
construction of MTVI's. Four remote-controllable 12x14ies robots moved through the
scene. Fig. 11 has a lower resolution requirement than Bigl e robots were controlled
to move in approximately the same trajectories in both figuWhile only two active
cameras are needed to capture the four robots in Fig. 1k weee needed in Fig. 12 as
we increase the resolution requirement.

Finally, Fig. 13 illustrates the effectiveness of the texcto track through occlusions,
allowing the prediction to be sufficiently accurate for aicipg unobstructed and well-

magnified video segments of the people.

(a) Sample frames used for constructing the motion modehcii ®@bject are shown here. Detected objects
are tracked in a CONDENSATION framework, and the observadks are shown in (b).The tracks are
constructed over 20 frames and are used subsequently fdirfguihe predicted motion models.

Door

Person 2 (red bounding box Person 4 (yelloy bounding box)

Camera 1

Camera 2

Person3 (white bounding box]

Person 1 (black bounding bpx)

Static camera used for Camera 3
background subtraction and tracking

(b) The observed tracks.

Fig. 8.
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(d) Since there are lesser active cameras than people, @@weptures person 4 after it is done capturing
person 1.

Fig. 9. Based on the predicted motion models constructed from teerebd tracks given
in Fig. 8, we show here sample frames of the captured vides ¢liequentially from left
to right) in (@), (b), (c) and (d). There are three active carsavailable.
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(a) The motion models of two people in the scene were usedtesrdime when they are front-facing to
the assigned camera (two active cameras are used hergcéocdpture. This is illustrated in (b) and (c),
where each person is front-facing to only one of the movabieeras, which was then assigned to the task
accordingly. Here, the right image shows the schedulertating the bounding boxes with the ID of the
assigned camera. The TVI of person 0 in this example is dildhiy the predicted crossing with person 1.

5

(c) Frames showing camera 2 capturing person 0's face.

Fig. 10.

9 Conclusions

We have described a multi-camera system that construct§\(N4)as the basis for de-
ciding suitable time periods to capture moving objects engbene. These (M)TVI's are

constructed for every camera and can be further used for owrglex multi-camera

26



(a) The robots are tracked (left and middle image) and asdigameras by the scheduler (annotated in the
right image).

= . ’ 4&
ij i ; > > K (5 4] > S d
> 3¢ N bk e = . C’% 0

Camera G > ameraQ =

(b) Camera 0 captures robot 3 based on its TVI.

Camera 1 = Camera 1 - Camera 1

(c) Due to the lower resolution than Fig. 12, a three task MiB\Aufficient for capturing robot 0, 1 and 2
simultaneously.

Fig. 11.

planning and scheduling purposes. By constructing the3&\{Ws, the system can ensure
(probabilistically, based on the predicted motion modad targeted objects in acquired
videos are unobstructed, in the field of view, and meet taskific resolution require-
ments. We have demonstrated the capabilities of the systnh should be useful in

surveillance, where extensive camera planning and sdnedalnecessary.
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Camera 0 e ' Camera 0 o 5 - Camera 0

(b) Camera 0 captures robot 3.
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(c) Camera 1 captures robot 0. With the higher resolutionireent, robot 0 now needs to be captured
alone, instead of simultaneously with robot 1 and 2.
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(d) Camera 2 captures robot 1 and 2 with a two task MTVI.

Fig. 12. The resolution requirement was increased relative to Figamhd three cameras
are now needed.
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<
Camera 2 Camera 2 Camera 2

(c) Capturing person 2 with camera 2.

(d) Capturing person 0 with camera 2 after person 2.

Fig. 13. The three persons first appeared sufficiently separateddetketed individually
(left image, (a)). Given only two active cameras, person @ arwas scheduled first.
Because the system was able to track through occlusionsnshda), so that the image of
person 0 was prevented from merging with those of person 2asthey were captured,
the predicted motion model of person 0 was accurate enougbafoera 2 to capture
unobstructed and well-magnified frames of person 0 aftenigtied capturing person 2,
shown in (d).
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