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we extendthese strategies to web archives for which information

Abstract discovery and search are conducted within a temporal doritex

The web has become the maiuablication medium world  particular, we have developed a search interfaog underlying
wide, covering almost every facet of human activity. In manyechnologieghat also enabléusion and summarization of search
cases, the web is the only medium where such information igsults so as to enhance information exploration arubaésy.
recorded. However, the web is an ephemeral medium whose In this paper, we present an overview of our methodologies to
contents are constantly changing and new informattorapidly address the following aspedfsearch and acces§web archives:
replacing old information, and hence the critical importance of
establishing web archives to capture at least partially thee  Development of a search interface to explore and search for
information that is deemed important in the long term. In this information in a web archive. The returned results are

work, we address search and access strategies of webveschi presented in a way that is conducive to information
and outline our approach for carrying owfffective search and exploration and discovery.
retrieval of archived web contents. o Development of a framework that enables the effective

In a typical webarchive the contents are highly unstructured ranking and evaluation of archived web contents within a
and interlinked within a temporal context. Over timgjch temporalcontexh s speci fied .by the wuser
archivedweb contentscan presentan unprecedented opportunity e  Development of nthods to determinthe relevance of a
for informationand knowledgeliscoveryin linking and fusinghe group of web objectwithin the temporal contexa group
appropriateinformation spread oveseveral contextual domains can consist of a series mporallycontiguousrersions of a
including the temporal domaiiwe present in this paparnumber single URL, or of web objects archived within some time
of methods for searching web archivehich will significantly span.
contribute towards realizing this opportunityVe also address e  Development of a framework to enaldffective search using
different presentationstrategies ofthe contents of interestand keywords and time spans.
extend informaon retrieval techniques to include temporal
contexts seamlessly into the architecture. In the next section, e review the most importanaccess

methods currently in use by sometable web archivesVe then

Introduction explain our approach and the relatedthods We end with some

Web archives will in general offer unique opportunities for conclusions.
knowledge discoverydue to the richness fotheir cmtents
extending over significant periods of timeNVeb contents Access Methods for Web Archives
encompass a wide variety of objects such as html pages, In this sectionwe review some of the currently usadcess
documents, multimedia files, scripts, etc., as well as, linkingnethodsto search thecontents ofa web archive, starting with
structures between these objects. These contents can be vemguably the most weknown web archive, namely the Internet
dynamic, changing many times during a single day, or can bArchive.
relatively static. A critical component of a web archive is to
capture the linking structures and organize the archived pages @hronological Listing
such a wg that future generations of users will be able to access A simple accessmet hod i s to | i st the a
and navigate through the archived web information in the samehronological order. For example, a user of the Wayback Machine
way as in the original linked structurend within the same enters a URL to which a chronological list of the dates when the
temporal context. Clearly effective information discovery andcorrespondingveb objectwas archived is returned. The user then
fusion, searchand retrieval strategies are needed to exploit theselects one of #se dates to view the archived contents on that day.
opportunities presented by almost any significamty termweb This is currently the prevalent accessethod that largesize
archive. archives such athe Internet Archivg3] and European Archives

In general, traditional digital library access techniques are not[2] support Figure 1shows a snapshot of a chronological list
powerful enough to enablaformationexploration anddiscovery  generated througthe Inten et Ar chi veds Wayback |
for a web archive unless the archivaatherspecialized A more A significant drawback of this approach the factthat the
promising approach can be based on web search technologies amgkr is required to know in advance the exact WRinterest This
information retrieval techniques. A substahtamount of work is astrongrequirement thatanseverely limit the future use of a
related toweb searching and information retrievels been done  web archive. Note that even if the URL is currently vikelbwn,
and the resulting technologies have been extremely effective ithis specific URL may be completely forgotten in the future.
enabling effective search and retrieval on the Welthis work,
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can be found ahe open source web arcling project, WERA7]
(Figure 3) which attempts to provide fullext searching based on
the NutchWAX/Lucene index[5], with a plugin of an online
page importane computation (OPIE[8]).

e oi//nwa.nb.no/wera/index.php > v F
Figure 1. The Wayback Machine < S oo Das
WERA
Query: Help
. |
Directory Access e s
Providing a directory access involves the categorizatibn -
contents into some predetermined hierarchy through which use
can navigate down until they can find the desired object. An This service was set up to demonstrate WERA (v.0.4.1) and Nutchwax
(v.0.4.2) to the public and for use as a testbed in the International Internet

example of such an organization of archived web contents is th Preservation Consortium, 1IPC.
Minerva project[4] at the Library of Congress, which collected Figure 3. WERA

web contents pertaining to The United States Presidential Election

of 2000, the September 11, 2001 Attack, the United States House

of Representatives Elections of 2002gt107th United States However, a direct application of the live Web search
Congress, amongthers Each collection has a limited scope and techniques to a web archivéras significant limitations
the in.tention wago create catalog records (MARC) for each of the conventional indexing schemedo not consider the temporal
websites. dimension, resulting in highly ineffient handling of temporal
gueries. Moreover, current informatioatrieval strategies do not
take into account temporal contextgen scoring documents.

€« C' | ¥¢ htip://webarchives.loc.gov/colections/el2000/full_listhtml#pcs > O~ F-

e Consequentlysearching constrained within a time span riasiyto
Library of Congress Web Archives Minerva recuica neorumon deliver web objects more relevantidng the specified time span,
home >> previous page >> Election 2000 Web Archive Collection Resource Page notoverthe entire history;overed by the archive

Directory of sites in the Election 2000 Internet Library. In order to address the performance problem of temporal
CCHIG RN ey (DB AR Reloom oty Siles(s) searches, several noteworttstrategies were developed For
e ) T I T instance Anick and Flynn[9], Narvag[14, 15} andNgrvagand
e Rt e ee g, Yos Al Sliestis) Nybg [16, 17] developed a number of proposals fotemporal

sites(52)

document access systenmAlthough their schemes showed
performance improvement for temporal searches both in time and
space, neither considered the document relevacayng. On the
other hand,Berberich and et. alf10, 11] recently presented a
Figure 2. Minerva - the Library of Congress Web Archives scheme called Time Machine which does cosider the relevancy
scoring in addition to efficiently supporting temporal searches.
However, its scoring methoavhich isbasedon a variant of Okapi

~ However, &is, this scheme has a serious safipiproblem, — gy\1o5 (18], does not take the search time span into consideration,
in addition to the fact that the classification hierarchy is likely tofailing to score within the temporal context.

evolve over time, which will be expensive to update for large

archives. For some collections such as the 2000 presidentiﬂybrid Strategies

election that has about 800 sites archivedydagitween August 1, Same web archives combinkeyword search and directory

2000 and January 21, 2001, the categorization was possiblgccess 1o provide more useful user interfaces. For example, The
However, for many other collections such as the September 11that, | o n a | Library of M6l @iguread) i a 6 s

archived over 30,000 sites, only about 2,300 sites were selected fQIrIows users to browse through the categories, while, at the same

cataloguing. _ time, it providesa full-text searctcapabilitywhose results can be
It is noteworthythat therehas been a communiased,  qnher filtered by archival year, domain or category.

collaborative, open web categorization project called ODP (Open Unfortunately, none of the existing projectsdaproposals

Directory Project)[1], where a web directory is constructed and geeng to provide a solid foundation to support temporal searches
maintained by a vast, global community of volunteer editors. Theif, multi-temporal data repository such as a web archive. In

web directory is currently serviced tlugh hundreds of web search o icylar, they do not address the issue of 4iregendent scoring
servies, including Google Directory. andthe simultaneousandlingof temporal searches efficiently, nor




do they discusssummarization and presentation techniques infor a time span before 2001 would involve millions of initial
support of information discovery and exploration. Since thesesearch results only to be filtered down to a tiny fragtiwhich is

issues are coupled, we address them simultanewusiy work.

PANDORA ‘
AUSTRALIA'S WEB ARCHIVi '

View the camplele listing oftiles svailable within the PANDORA Archive or search tale
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Figure 4. Pandora - Australia's Web Archive

Our Approach
In this section, wantroduce our initial design of thaser

clearly very inefficiert (Figure 6). Later in thigpaper we will
discuss our approach to support temporal sézgclof web
archivesmuch more efficiently.
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Keywords: | September 11
Time Range: 6- 1 -2008
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Group: | By URLs E
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Figure 5. Search Ul

interface and discusa number of ways for the user to search and /“september 11 attacks - Wikipedia, the free encyclopedia

discover information from a web archive. This will be followed by
a slightly more techpal description of the temporal ranking

strategies and the supporting storage indexing struttupeeate
the necessary infrastructure that is scalable and cost effective

User Interface

The September 11 attacks {often referred to as nine-eleven, written ...
en.wikipedia.org/wiki/September_11,_2001_attacks

September 11 Digital Archive
to collect, preserve, and present the history of the September 11, ...
911digitalarchive.org/

... and 4 million other pages pertaining to the 9/11 Attack ...

Web search engines have been extremely successful i @
enablirg users to easily formulate their seagtalsthrough an
arbitrarylist of words, and to quickly receive ranked listslioks Ethiopian calendar - Wikipedia, the free encyclopedia
to relevantweb pagesThe search engine looks up information | Thus the first day of the Ethiopian year, 1 Méskdrim, for years ...
based orthe most recent web crawls, which essentially consists ol| en.wikipedia.org/wiki/Ethiopian_calendar - 43k
lists in ranked order, each list corresponds to the pages containii
a specific word. The information captartie most recent view of
a good snapshot of the web with no historical perspective. Ther%igure 6. Inefficient Search-Then-Filter method
ae severalwelk nown page ranking algorithms such as
PageRani12] and HITS[13], most of which make use of the
linking structure of the webpages to determingheir relevance to

the usero6s Ilist of words. effectively presenthe search results to the user so as to enable
Our problem is significafit more complicated as We jnformation discovery and to quickly find and retrieve pertinent

essentially have time series of most web pages as well agchived informationThis involves two compleissues scoring

dynamically changing linking structure®ur goal is to also allow andgroupingand summarizationf the search results.

users to easily formulate thesearch goalthrough an arbitrary set Althoughmany scoring schemesich as the similarity scoring

of wordsbut to constrain the search, if thiserwishes to a certain  p55ed on the vector space modave benin use for a long time

time span. In particular, a user can only specify a time span, anfley hbecome much less effective when the search is conducted

our search engine will return all the archived web palle?g  yjthin a temporal contextThe main reason is that, ithese

that time spanHowever we anticipate thiaa combination of dist schemesthe term weight for each word omputed once and

of key words and a time spamill become the typical mode of remaingfixed. However, a meaning and/or relative importance of a

exploring archived web content4 sketch ofour userinterface is  \yord is subject to change over timend a fixed term weight

given inFigure5. throughout the entire histowill not workwell in general.

A conventional method to carry out sutime-constrained We propose a scoring scheme where term weigits
search would beio conduct the search in the traditional way computed as a function of timith our scheme, two very similar
ignoring the time specification supplied by the user, thea filter o objecs can have very different sconehenevetheir temporal
out the search resultasingthe usersuppliedtime span. However, cqontexts are differer(for exampleone was capted several years

in an evergrowing web archive, thistrategyposes avery serious  pefore the other)We will discuss how we score web objects with
performance problem. For example, a searchfi@eptember 14 {he temporal context later in thigper

... and only 560 other poges that are irrelevant to the 9/11 Attack

Googl eds

Another important part of the user énface ishow to



Grouping search results with similar characteristics helpselected We also require that a certain fraction of the objects have

users to more effectively view the searesults Although many
existing Web search engines already hawmecapability to group
similar web objects based on their contents (and sboly a
single representativefor the group), the need for groupinthe
results of aweb archive search becomes more important. Fo
instarce, unlike the live Web, a URL is not unique anynioreost
web objectswill have the same URL, butre captured and
archived at differentlates.Some of theséend to contain similar
contents, andhus are likely to have similar relevancy scores.
Therefore, for given search keywords, it is highly likely to have the
first result pagéipolluted by tens of different versions of the same
URL (Figure 7). Therefore, in many casé& would be preferable
to group the web objects with the same URL togetheshasinin
(Figure 8).Similarly, for a search with a long time span, grouping
together closely dated web objentay be preferableasillustrated
in (Figure 9).

In summary, our user interface allowsusaer to supply an
arbitrary list of search words and a time span, and to receiv
ranked (within the time span specified) lists of archived web page

grouped in a number of ways, including grouping by URLs or date

ranges.

changed, before starting the next time round to create the following
sub-collection.

@

September 11 attacks - Wikipedia, the free encyclopedia archived at June 12 2008
The September 11 attacks (often referred to as nine-eleven, written 9/11 were a series of coordinated suicide ..
en wikipedia orgfwiki/September_11_2001_attacks

ADAFRT ) :
Information Discovery.and Access for Weh Archives

Results 1-10 of about 3,420 for September 11 (1/1/2008 ~ 6/12/2008). i

September 11 attacks - Wikipedia, the free encyclopedia archived at June 11 2008
The September 11 attacks (often referred to as nine-eleven, written 9/11 were a series of coordinated suicide
en wikipedia. org/wiki/September_11_2001_attacks

September 11 attacks - Wikipedia, the free encyclopedia archived at June 10 2008
The September 11 attacks (often referred to as nine-eleven, written 9/11 were a series of coordinated suicide
en wikipedia orgfwiki/September_11_2001_attacks

September 11 attacks - Wikipedia, the free encyclopedia archived at June 9 2008
The September 11 attacks (often referred to as nine-eleven, written 9/11 were a series of coordinated suicide ..
en wikipedia. org/wiki/September_11_2001_attacks

<

Pigure 7. The Same URL Polluting the First Page
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In the following two sections, wexamine the underlying
technologies that make this possible iscalable andost effective
way.

Enabling Temporal Search of Archived Web
Objects

As more web pages are crawled, we incrementally organiz
the web archiv@ s h oihta mutiigessubcollectionsaccording
to capture times of web objects. We define a-snitection as
follows:

C = { All web objectvalid withina time intervalt~t.1) },
where[t~t1) is a time interval (say a day) wher web object
within the interval is an updatecersion of anotheobjectwithin
the same intervalThat is, we are assuming that no significant

ADAPT ,
Information Discovery.and AGGBSS\WI Weh Archives
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= September 11 attacks - Wikipedia, the free encyclopedia
en wikipedia.org/wiki/September_11_2001_attacks
= 06/12/2008 The September 11 attacks were a series of coordinated suicide .
= 06/30/2008 The September 11 attacks (often referred to as nine-eleven,
= 07/14/2008 The September 11 attacks (often referred to as nine-eleven, ...
=|September 11 Digital Archive
911digitalarchive.org
= 06/12/2008 Uses electronic media to collect and preserve the history of the
= 06/29/2008 Uses electronic media to collect and preserve the history of the .
« 07/15/2008 Uses electronic media to collect, preserve, and present the history
= 9/11 Tributes, September 11 Tributes and Memorials to the Victims

www.jontzen. com/tribute htm

Results 1-9 of about 9,240 for September 11 (6/1/2008 ~ 7/31/2008).

Next>>

changes have occurred to any of the objects within this tim
interval.

Note that the subollectionswill in generalhave objects in
common such as fairly static web pagétence, asingle web
object version can participate in multiple stdilections. In some
archives, this division can tsraightforwardf the same osimilar
set of (possibly prelefined) web objects wearchivedin separate
crawling sessions oa daily,weekly,or monthlybasis. If this is the
case, a subollection can consist of only those web objects
crawled in the same single session, where only the most rece
version isselectedor multi-versionedveb objects.

Figure 8. Grouping by URL

nt

However, in case of continuous crawls over random web

objects determiningsub-collectionsis a more involvedask A
possible way to handle the problésto start a new subollection
whenever an updated versi@which is significantly different)of
any existing member object in the most recenindis observed.

All other existing member objects are carried over to the new sub

collection. In order to preverthe creation of too many firgrain
sub-collections a minimum time duration can teforced within

which updates are ignored, but only the most recent version Bgure 9. Grouping by Date Range



