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Abstract

This paper focuses on the next step in the creation of a system of meaning representation and the
development of semantically-annotated parallel corpora, for use in applications such as machine
translation, question answering, text summarization, and information retrieval. The work described
below constitutes the first effort of any kind to provide parallel corpora annotated with detailed
deep semantic information. The resulting annotated, multilingual, parallel corpora will be useful
as an empirical basis for a wide range of research, including the development and evaluation of
interlingual NLP systems as well as a host of other research and development efforts in theoretical
and applied linguistics, foreign language pedagogy, translation studies, and other related disciplines.

1 Introduction

The importance of linguistically-annotated parallel corpora and multilingual annotation
tools is now widely recognized (Véronis2000), yet there are currently few cases of annotated
parallel corpora, and those which exist tend to be bilingual rather than multilingual (Garside
et al.1997). Moreover, much of the previous work on linguistic annotation of corpora has
focused on the annotation of sentences with syntactic information only, e.g., part-of-speech
tags (Francis and Kucera1982) and syntactic trees (Marcus et al.1994). This paper focuses on
the next step in the creation of a system of meaning representation and the development of
semantically-annotated parallel corpora, for use in applications such as machine translation,
question answering, text summarization, and information retrieval.

We present an approach to semantic annotation of parallel corpora, validated in seven
languages (including English), and evaluated in several ways. The novelty of the work comes
not only from the development of an interlingual (language-independent) representation,
but also from improved methodologies for designing and evaluating such representations.
More specifically, this project has following objectives:

• Development of an interlingual representation framework based on a careful study
of the parallel text corpora between six languages and English. An important part
of this work involves reduction of vagueness and redundancy in a large ontological
specification of meanings.
• Annotation of these parallel corpora using the agreed-upon interlingual representation.
• Development of semantic-annotation tools for use broadly by the parallel-text process-

ing community (a tree editor, annotation interface, etc.). These tools enable effective
and relatively problem-free annotation at six different sites and subsequent merging
of the results.
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• Design of new metrics and undertaking of various evaluations of the interlingual rep-
resentations, ascertaining the degree of annotator agreement and providing a means
for choosing the granularity of meaning representation that is appropriate for a given
task.

The impact of this research stems from the depth of the annotation and the evaluation
metrics that delimit the annotation task. They enable research on both parallel-text pro-
cessing methods and the modeling of language-independent meaning. To date, such research
has been impossible, since corpora have been annotated at a relatively shallow (semantics-
free) level, forcing NLP researchers to choose between shallow approaches and hand-crafted
approaches, each having its own set of problems. We view our research as paving the way
toward solutions to representational problems that would otherwise seriously hamper or
invalidate later larger annotation efforts, especially if they are monolingual.

Other linguistic annotation projects include Semeval data (Moore1994), PropBank and
VerbNet (Kingsbury and Palmer2002; Kipper et al.2002) and FrameNet (Baker et al.1998).
The corpora resulting from these efforts have allowed for the use of machine learning tools
(including stochastic methods), which have proven much better than hand-written rules
at accounting for the wide variety of idiosyncratic constructions and expressions found in
natural languages. However, machine learning approaches have in the past been restricted
to fairly superficial phenomena. The work described below constitutes the first effort of
any kind to provide parallel corpora annotated with detailed deep semantic information.1

The resulting annotated, multilingual, parallel corpora will be useful as an empirical basis
for a wide range of research, including the development and evaluation of interlingual NLP
systems as well as a host of other research and development efforts in theoretical and applied
linguistics, foreign language pedagogy, translation studies, and other related disciplines.

The next section describes the corpora we have annotated. Section 3 defines the different
levels of interlingua and the representation language we use to annotate our corpora. Sec-
tion 4 presents an interface environment that is designed to support the annotation task and
describes the process of annotation itself. Section 5 presents our evaluation methodology
and results. We conclude with the current status of the project and future directions.

2 Corpus

The target data set is modeled on and an extension of the DARPA MT Evaluation data
set (White and O’Connell.1994). It consists of 6 bilingual parallel corpora. Each corpus
is made up of 125 source language news articles along with three independently produced
translations into English. However, the source news articles for each individual language
corpus are different from the source articles in the other language corpora. Thus, the 6
corpora themselves are comparable to each other rather than parallel. The source languages
are Japanese, Korean, Hindi, Arabic, French and Spanish. Typically, each article is between
300 and 400 words long (or the equivalent) and thus each corpus has between 150,000 and
200,000 words. Consequently, the size of the entire data set is around 1,000,000 words.

As for corpus construction, the Spanish, French and Japanese corpora are those compiled
by White and O’Connell for the DARPA MT evaluations (White and O’Connell.1994). A

1 The broader impact of this research lies in the critical mono- and multilingual resources it will
provide, and in the annotation procedures and agreement evaluation metrics it will develop. Our
results will be distributed freely; downloadable versions will become available in late 2004 at
[URL omitted].
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third translation, and in a few cases, a second and first translation, were done by indepen-
dent professional translators contracted by NMSU, Mitre and CMU respectively. The Hindi
corpus was compiled by Columbia, and consists of news reports in Hindi (Unicode) along
with two human translations of each into English by independent professional translation
agencies. The initial Korean corpus of 10 newspaper articles along with two careful manual
translations for each was constructed at ISI. Finally, the Arabic corpus is a subset of the
LDC’s “Multiple-Translation Arabic (MTA) Part 1” (Walker et al.2003) that has been se-
lected to reflect the domain of focus (economics) and appropriate article length. The four
English translations per article were chosen as the best among all the human translations.

The annotation effort for any given corpus involves assigning interlingual content to a
set of 4 parallel texts, 3 of which are in the same language, English, and all of which
theoretically communicate the same information. The following is an example set from the
Spanish corpus:

S: Atribuyó esto en gran parte a una poĺıtica que durante muchos años tuvo un
‘sesgo concentrador’ y representó desventajas para las clases menos favorecidas.

T1: He attributed this in great part to a type of politics that throughout many years
possessed a ‘concentrated bias’ and represented disadvantages for the less favored
classes.

T2: To a large extent, he attributed that fact to a policy which had for many years had
a ‘bias toward concentration’ and represented disadvantages for the less favored
classes.

T3: He attributed this in great part to a policy that had a ‘centrist slant’ for many
years and represented disadvantages for the less-favored classes.

The process is to identify the variations between the translations and then assess whether
these differences are significant. In this case, the translations are the same for the most part
although there are a few interesting variations.

For instance, where this appears as the translation of esto in the first and third trans-
lations, that fact appears in the second. The translator’s choice potentially represents an
elaboration of the semantic content of the source expression and the question arises as to
whether the annotation of these variants should be different or the same.

More striking perhaps is the variation between concentrated bias, bias toward concentra-
tion and centrist slant as the translation for sesgo concentrador . Here, the third translation
offers a concrete interpretation of the source text author’s intent. The first two attempt
to carry over the vagueness of the source expression assuming that the target text reader
will be able to figure it out. But even here, the two translators appear to differ as to what
the source language text author’s intent actually was, the former referring to a bias of a
certain degree of strength and the second to a bias in a certain direction. Seemingly, then,
the annotation of each of these expressions should differ.

Roughly 40% of the translation units for two conservative translations of the same text
into the same language differ (Helmreich and Farwell1998; Farwell and Helmreich1999).
This increases when considering three translations. Of these differences only 15% are due
to translator error, while 41% are paraphrases having a common interpretation and 44%
reflect differing interpretations of the original text. It is specifically the need to classify
and explain such variations across translations in order to annotate them that makes this
multilingual parallel data set of source language texts and English translations so unique
and enriching.
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3 Interlingual Representation

Due to the complexity of an interlingual annotation as indicated by the differences described
in the sections above, the interlingua is being developed through three levels of represen-
tation, each incorporating additional features of meaning from sources such as the Omega
ontology and theta grids while removing existing syntactic information. We describe the
three levels of representation and then present the additional data components.

3.1 Three Levels of Representation

The annotation involves three levels of representation, referred to as IL0, IL1 and IL2.
These levels lie on a spectrum from the annotation of syntactic dependency structure to
the representation of the meanings of interpretations; each higher-order level builds on the
previous level.

IL0 is a deep syntactic dependency representation, constructed by hand-correcting the
output of a dependency parser based on Connexor (www.connexor.com). Though this rep-
resentation is purely syntactic, it abstracts as much as possible from surface-syntactic phe-
nomena. For example, auxiliary verbs and other function words are removed from IL0. In
addition, corresponding active and passive voice sentences receive the same representation
in IL0. Thus it is more abstract than the Praguian Analytical level, but more syntactic than
the Tectogrammatical level (Bohmova et al.2003). IL0 is a useful starting point for IL1 in
that syntactic dependencies are often indicative of semantic dependencies. Figure 1 shows
the IL0 representation for the sentence Sheikh Mohamed, who is also the Defense Minister
of the United Arab Emirates, announced at the inauguration ceremony that “we want to
make Dubai a new trading center.”

Fig. 1. An IL0 Dependency Tree

IL1 is an intermediate semantic representation. Open class lexical items (nouns, verbs,
adjectives, and adverbs) are associated with concepts drawn from the Omega ontology (Hovy
et al.2003b). Also at this stage, syntactic relations are replaced by semantic roles such as
agent, theme, and goal. However, IL1 is not an interlingua; it does not normalize over
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all linguistic realizations of the same semantics. Figure 2 shows the IL1 corresponding to
the IL0 in Figure 1. Concept names and thematic role names added by the annotators are
in upper case; some nodes are associated with more than one concept.

Fig. 2. An IL1 Representation

IL0 and IL1 have been documented with coding manuals and have been used by anno-
tators to tag several texts. (See Section 4.2.) However, IL2, the deepest meaning represen-
tation, is still under development. The methodology for designing IL2 involves comparison
of IL1’s in the multi-parallel corpus in order to see how meaning equivalent IL1’s can be
reconciled or merged. IL2 is expected to normalize over:

• Conversives (e.g., X bought a book from Y vs. Y sold a book to X), as does FrameNet
(Baker et al.1998) at the more general level of Commercial transaction.
• Non-literal language usage (e.g., X started its business vs. X opened its doors to cus-

tomers).
• Extended paraphrases involving syntax, lexicon, and grammatical features (see exam-

ple in introduction).

Figure 3 illustrates the relationship between IL1 and IL2 for the two sentences Mary
bought a book from John and John sold a book to Mary . The IL1’s for the two sentences are
different because the verbs buy and sell use different participants as agents. However, the
IL2 representation captures the common meaning of the buying and selling events, as has
been suggested by many theories of meaning representation.

Consider the following English/French extended paraphrases:

E: Its network of eighteen independent organizations in Latin America has lent one
billion dollars to microenterprises.

F: Le réseau regroupe dix-huit organisations indépendantes qui ont déboursé un
milliard de dollars.
‘The network comprises eighteen independent organizations which have disbursed
a billion dollars’
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Fig. 3. IL1 and IL2 for Conversives

IL2:
TRANSFER-POSSESSION

[JOHN, source]
[MARY, goal]
[BOOK, theme]
[PURCHASE, manner]

IL1 candidate #1:
BUY

[MARY, agent]
[JOHN, source]
[BOOK, theme]

IL1 candidate #2:
SELL

[JOHN, agent]
[MARY, goal]
[BOOK, theme]

Fig. 4. English IL1 Example

LEND
[NETWORK, agent]

[COMPRISE, mod]
[ORGANIZATIONS, part]

[DOLLARS, theme]
[MICROENTERPRISE, goal]

These sentences are taken from the January 1997 edition of the UNESCO Courier, which
is available in 29 languages and Braille. Figures 4 and 5 show the corresponding IL1 repre-
sentations for these sentences. Note that the head of the English IL1 is the concept lend,
whereas the head of the French IL1 is the concept comprise.

Figure 6 sketches the mappings from IL1 to IL2 that are needed to reconcile the IL1’s from
Figures 4 and 5. The words of and regrouper are found to express the concept comprise.
The argument organization associated with both words confirms that of and regrouper
describe the same relation. Similarly, the concept transfer-money is identified as a com-
mon concept for the words lend and debourser , which share two arguments, network and
dollars. Figure 7 shows the IL2 resulting from this IL1-to-IL2 conversion.

3.2 The Omega Ontology

To progress from IL0 to IL1, annotators select semantic terms (concepts that represent
particular types of objects, events, and states) for the nouns, verbs, adjectives, and adverbs
in each sentence. These terms are represented as concepts in the 110,000-node ontology
Omega (Philpot et al.2003). Still under construction at ISI, Omega has been assembled semi-

Fig. 5. French IL1 Example

COMPRISE
[NETWORK, whole]
[ORGANIZATIONS, part]

[DISBURSE, mod]
[NETWORK, agent]
[DOLLARS, theme]
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Fig. 6. Conversion from IL1 to IL2

of/regroupe <-> COMPRISE
lend/debourse <-> TRANSFER-MONEY

Fig. 7. IL2 Example

COMPRISE:
[NETWORK, whole]
[ORGANIZATIONS, part]

TRANSFER-MONEY
[NETWORK, agent]
[DOLLARS, theme]
[MIRCROENTERPRISE, goal]

automatically from a variety of sources, including Princeton’s WordNet (Fellbaum1998),
New Mexico State University’s Mikrokosmos (Mahesh and Nirenburg1995), ISI’s Upper
Model (Bateman et al.1989) and ISI’s SENSUS (Knight and Luk1994). After the uppermost
region of Omega was created by hand, these various resources’ contents were incorporated
and, to some extent, reconciled. After that, several million instances of people, locations,
and other facts were added (Fleischman et al.2003). The ontology, which has been used in
several projects in recent years (Hovy et al.2003c), can be browsed using the browser at
[URL omitted]; this browser forms a part of the annotation environment. Omega remains
under continued development and extension.

3.3 Theta Grids

In addition to a name, each concept-type (event or state) in Omega is assigned one or more
theta grids specifying the argument structure associated with that concept-type and its the-
matic roles. The thematic roles are abstractions of deep semantic relations that generalize
over event-types. While they are by far the most common approach in the field to repre-
senting predicate-argument structure, there are numerous variations with little agreement
even on terminology (Fillmore1968; Stowell1981; Jackendoff1972; Levin and Rappaport-
Hovav1998).

The theta grids used in our project were extracted from the Lexical Conceptual Structure
Verb Database (LVD) (Dorr et al.2001). The WordNet senses assigned to each entry in the
LVD were then used to link the theta grids to the concept-types in the Omega ontology.
In addition to the theta roles, the theta grids specify syntactic realization information for
English, such as Subject, Object or Prepositional Phrase, and the Obligatory/Optional
nature of these complements. For example, one of the theta grids for the event-type LOAD
is listed in Table 1.

Table 1. Theta Roles in Grid for Event-type LOAD: Agent,Theme,Possessed

Role Description Syntax Type

Agent The entity that does the action SUBJ OBLIGATORY
Theme The entity that is worked on OBJ OBLIGATORY
Possessed The entity controlled or owned PP OPTIONAL
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Table 2. List of Primary Theta Roles

Role and Definition Examples

Agent: Agents have the features of volition, sen-
tience, causation and independent existence.

- Henry pushed/broke the vase.

Instrument: Instruments have causation but no
volition. Their sentience and existence are not
relevant.

- The hammer broke the vase.
- She hit him with a baseball bat.

Experiencer: Experiencers have no causation
but are sentient and exist independently. Typi-
cally experiencers are realized as the subjects of
verbs like feel , hear , see, sense, smell , notice, de-
tect , etc. in English.

- John heard the vase shatter.
- John shivered.

Theme: Themes are typically causally affected or
experience a movement and/or change in state.
Themes appear as the complement of verbs like
acquire, learn, memorize, read , study , etc. in
English.

- John went to school.
- John broke the vase.
- John memorized his lines.
- She buttered the bread with
margarine.

Perceived: Perceived entities are neither causally
affected nor causative. They do not experience a
movement or change in state. Their volition and
sentience are irrelevant. Their existence is inde-
pendent of an experiencer.

- He saw the play.
- He looked into the room.
- The cat’s fur feels good to John.
- She imagined the movie to be loud.

Predicate: Predicates are new modifying infor-
mation about other thematic roles.

- We considered him a fool.
- She acted happy.

Source: Sources are where/when a theme starts
its motion, or what its original state is, or where
its original (possibly abstract) location/time is.

- John left the house.

Goal: Goals are where a theme ends its motion,
or what its final state is, or where/when its fi-
nal (possibly abstract) location/time is. It also
can indicate the thing/event which results from
an activity.

- John ran home.
- John ran to the store.
- John gave a book to Mary.
- John gave Mary a book.

Location: Locations are places where theme are
or events take place–as opposed to a source or
goal.

- He lived in France.
- The water fills the box.
- This cabin sleeps five people.

Although based on research in LCS-based MT (Dorr1993; Habash et al.2003), the set of
theta roles used for this project has been simplified. This list (see Tables 2 and 3) was used
in the Interlingua Annotation Experiment 2002 (Habash and Dorr2003).2

4 Annotation Processes

Recognizing the complexity of interlinguas, we adopt an incrementally deepening approach,
which allows us to produce some quantity of relatively stable annotations while explor-

2 Other contributors to this list are Dan Gildea and Karin Kipper Schuler.
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Table 3. List of Additional Theta Roles

Role and Definition Examples

Time: Times are periods of time or moments
when events take place.

- John sleeps for five hours.
- Mary ate during the meeting.

Beneficiary: Beneficiaries are those that receive
the benefit/result of the event/state.

- John baked the cake for Mary.
- John baked Mary a cake.
- An accident happened to him.

Purpose: Purposes are the intended outcome of
an event/state.

- He studied for the exam.
- He searched for rabbits.

Possessed: Possessed entities are those objects in
someone’s possession. They are the complements
of verbs such as own, have, possess, fit , buy , and
carry in English.

- John has five bucks.
- He loaded the cart with hay.
- He bought it for five dollars.

Proposition: Propositions are secondary
events/states.

- He wanted to study for the exam.

Modifier: Modifiers are properties of things re-
lated to color, taste, size, etc.

- The red book sitting on the table is
old.

Null: Null elements have no thematic contribu-
tion. Typical examples are impersonal it and there
in English.

- It was raining all morning in Miami.

ing alternatives at the next level down. Throughout, we make as much use of automated
procedures as possible. This section presents the tools and resources for the interlingual-
annotation process and describes our annotation methodology.

4.1 Supporting Tools and Resources

We have assembled and/or built a suite of tools to be used in the annotation process.
(See Figure 8.) Since we gather our corpora from disparate sources, we have to standardize
the text before presenting it to automated procedures. For English, this involves sentence
boundary detection, but for other languages, it may involve word segmentation, chunking
of text, demorphing, or similar language-specific operations.

The text is then processed using a dependency parser. For English, we use Connexor
(Tapanainen and Jarvinen1997). Their output is converted to standard form and then
viewed and corrected in TrEd (Hajic et al.2001), a graphically based tree editing program,
written in Perl/Tk.3 The hand-corrected deep dependency structure produced by this pro-
cess is the IL0 representation for that sentence. Already at this stage, some of the lexical
items are replaced by features (e.g., tense), morphological forms are replaced by features
on the citation form, and certain constructions are regularized (e.g., passive) with empty
arguments inserted.

In order to derive IL1 from the IL0 representation, annotators use Tiamat, a tool devel-
oped specifically for this project. This tool displays background resources and information,

3 http://quest.ms.cuni.mff.cz/pdt/Tools/Tree Editors/Tred/
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Fig. 8. TrEd tree editor (top left), Omega ontology browser (bottom left), and Tiamat annotation
interface (right).

Omega ontology interface

TrEd: sentence parse editor

Tiamat: annotator interface

including the IL0 tree and the Omega ontology. Principally, it is the annotator’s workspace,
showing the current sentence, the current word(s) to be annotated, the ontology’s options
for annotation, including theta roles (already connected to other parts of the sentence, as far
as possible), etc. It provides the ability to annotate text via simple point-and-click selections
of words, concepts, and theta roles.

Evaluation of the annotators’ output would be daunting based solely on a visual inspection
of the annotated IL1 files. Thus, an annotation agreement evaluation tool was also developed
to compare the output and to generate various evaluation measures. (See Section 5.1 below.)

4.2 Annotation Methodology

For the initial testing period, only English texts were annotated, and the process described
here is for English text. The process for non-English texts will be, mutatis mutandis, the
same.

The annotators were instructed to annotate all nouns, verbs, adjectives, and adverbs.
In order to determine an appropriate level of representational specificity in the ontology,
annotators were instructed to annotate each word twice—once with one or more concepts
from WordNet synsets, as incorporated into Omega, and once with Mikrokosmos concepts;
these two units of information are merged, or at least intertwined, in Omega. Problem cases
were flagged and brought to the attention of a guru (one of the PIs). Annotators were also
instructed to provide a thematic role for each dependent of a verb. In many cases this was
“NONE”, since adverbs and conjunctions were dependents of verbs in the dependency tree.

A novelty of this annotation procedure is that it allows multiple senses to be assigned to
a word. Consider the word proposed in:

E: The Czech Minister of Transportation, Jan Strasky, proposed on Saturday that
the State buy back the shares held by Air France.

Omega offers concepts for propose that are defined as declare a plan, present for consider-
ation and intend. It can be argued that forcing the annotators to select only one of these
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senses will result in the loss of some aspect of the meaning of propose in this context. Indeed,
one important question addressed in this project is that of whether multiple annotators can
agree on finer grained sense distinctions like these (as opposed to coarse distinctions, e.g.,
the sense ask to marry) if they are allowed to select multiple concepts.

Markup instructions are contained in three manuals: a manual for creating IL0, a users’
guide for Tiamat (including procedural instructions), and a definitional guide to semantic
roles. Together these manuals allow the annotator to understand (1) the intention behind
aspects of the dependency structure; (2) how to use Tiamat to mark up texts; and (3) how
to determine appropriate semantic roles and ontological concepts.

For the initial testing phase of the project, all annotators at all sites worked on the same
texts. Every week, IL0 representations for two translations each of two texts were created,
with each site being responsible for IL0 creation for one of the six languages (including
translations). Over a three-week period, with 2 annotators at each site, this resulted in 144
annotated texts (3 weeks × 2 texts × 2 translations × 2 annotators × 6 sites). Each text an-
notation took about 3 hours. To test for the effects of coding two texts that are semantically
close, since they are both translations of the same source document, the order in which the
texts were annotated differed from site to site, with half the sites marking one translation
first, and the other half of the sites marking the other first. Half the sites annotated a full
text at a time, and the other half annotated them sentence-interleaved (similar sentences
ordered consecutively). During the later production phase, a more complex schedule will be
followed, making sure that many texts are annotated by two annotators, often from different
sites, and that regularly all annotators will mark up the same text. This will help ensure
continued inter-coder reliability.

In the period leading up to the initial test phase, annotators at each site were encouraged
to discuss their annotations with each other and with researchers at their site. Intermittent
conference calls allowed annotators to bring up various types of annotation problems and
discuss alternative solution strategies. During the test phase, such calls were restricted
to consideration of completed texts, and adjustments to completed annotations were not
permitted.

5 Evaluation Methodology and Experimental Results

The annotators’ reports allow the researchers to study both gross-level phenomena, such
as inter-annotator agreement, and more detailed points of interest, such as lexical items on
which agreement is particularly low, possibly indicating gaps or other inconsistencies in the
ontology. Below we describe our evaluation methodology and results.

5.1 Evaluation Methodology

We have evaluated our annotation approach by measuring inter-annotator agreement . The
annotated decisions for each word and each theta role are recorded and then agreement is
measured according to the number of annotators that selected a particular role or sense—
using the well-recognized and understood Kappa measure (Carletta1996):

Kappa =
Agreementmeasured −Agreementchance

1−Agreementchance
While Kappa is a standard measure for inter-annotator agreement, measuring it for this



12 X et al.

project presented some difficulties. In particular, it is not straightforward to calculate agree-
ment and chance agreement when there are a number of annotators assigning zero or more
senses per word. To deal with multiple annotators, we calculate the overall agreement as the
average of the pair-wise agreement for all annotator pairs. Pair-wise agreement is measured
as the average of agreement over all the words in a document. For a specific word and a
pair of annotators who have made zero or more selections of semantic tags, agreement is
measured as the ratio of the number of agreeing selections to the number of all selections.
For a word W with a set of n possible semantic tags Si, the function N(Si) is defined as
the sum of the selections made by the two annotators:

AgreementW =
∑n
i N(Si) · (N(Si)− 1)∑n

i N(Si)
Agreement is measured based on positive selections only, i.e., when the two annotators se-

lect the same semantic tag as opposed to both not selecting a tag. All options are considered
equally likely although it is possible to weigh the selections using their relative distances in
the Omega ontology.

To calculate Kappa, we estimate chance Agreement by a random 100-fold simulation
where the number of concepts selected and which concepts are selected are randomly as-
signed although only restricted by the number of concepts per word in Omega. The chance
agreement is calculated exactly as the overall agreement is calculated. If Omega has no
concepts associated with the word, the chance agreement is computed as the inverse of the
size of all of Omega (1/110,000).

5.2 Experimental Results

Our evaluation dataset includes six pairs of English 250-word translations from each of the
source languages discussed earlier. The annotators where asked to annotate nouns, verbs,
adjectives and adverbs only with Omega concepts by selecting one or more concepts from
the WordNet-derived nodes and Mikrokosmos-derived nodes. Additionally, when a verb is
annotated, its arguments are to be assigned thematic roles. In all, there were 10 annotators
and 12 documents. An important issue in the data set is the problem of incomplete annota-
tions which seem to stem from two phenomena: (1) lack of annotator awareness of missing
annotations or inability to finish annotations because of the intense annotation schedule;
and (2) ontology omissions of a large percentage of words which made it very hard for
annotators to annotate, often selecting DummyConcept or no annotation at all. For 1,268
annotated words, 368 (29%) have no Omega WordNet entry and 575 (45%) do not have
Omega Mikrokosmos entries.

To address the issue of incomplete annotations, we calculate agreement in two different
ways that exclude annotations (1) by annotator and (2) by word. In the first calculation,
we exclude all annotations by an annotator whose annotations were incomplete by more
than a certain threshold. Table 4 displays the Average Pair-wise Agreement (APA) and
Kappa for the theta roles, the Mikrokosmos portion of Omega and the WordNet portion of
Omega. The table is broken down by different threshold for exclusion. For example, the 5%
column includes value for annotators who finished 95% or more of the annotation. The 100%
column includes all annotators regardless of completion. The average number of included
annotators over all documents is shown in Table 5.

In the second calculation, we exclude words from the pair-wise agreement when at least
one of the two annotators doesn’t annotate the word or annotates it as DummyConcept.
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Table 4. Overall Agreement and Kappa with Annotator Exclusion

5% 10% 50% all annotators
APA Kappa APA Kappa APA Kappa APA Kappa

Mikrokosmos 0.7445 0.7432 0.7310 0.7296 0.6105 0.6085 0.4552 0.4540
WordNet 0.6600 0.6565 0.6538 0.6502 0.5982 0.5941 0.5174 0.5125
Theta Roles 0.5378 0.5089 0.5492 0.5210 0.4845 0.4522 0.3924 0.3544

Table 5. Average Number of Included Annotators

5% 10% 50% all
Mikrokosmos 3.50 4.42 6.33 9.42
WordNet 6.08 7.00 8.33 9.42
Theta Roles 5.75 6.58 8.00 9.42

The overall chance agreement used for computing Kappa in this calculation doesn’t include
words with no Omega concepts. Table 6 displays the pair-wise agreement and Kappa values
for Theta Roles and Mikrokosmos and WordNet concept selection.

6 Conclusion and Future Work

This paper has demonstrated the feasibility of applying a methodology for interlingual
annotation of parallel corpora. The scientific interest of this research lies in the definition
and annotation feasibility testing of a level of semantic representation for natural language
text—the interlingua representation—that captures important aspects of the meaning of
different natural languages.

To date, no such level of representation has been defined complete with an associated
annotated corpus of any size. As a result, corpora have been annotated at a relatively shallow
(semantics-free) level, forcing NLP researchers to choose between shallow approaches and
hand-crafted approaches, each having its own set of problems. Although we cannot construct
an annotated corpus large enough for heavy-duty machine learning algorithms, we see our
work as paving the way and developing solutions to the representational problems and
thereby enable other, larger annotation efforts.

We have encountered a number of difficult issues for which we have only interim solutions.
Principal among these is the granularity of the IL terms to be used. Omega’s WordNet sym-
bols, some 110,000, afford too many alternatives with too little clear semantic distinction,
resulting in large inter-annotator disagreement. On the other hand, Omega-Mikrokosmos,
containing only 6,000 concepts, is too limited to capture many of the distinctions peo-
ple deem relevant. An evaluation of inter-annotator agreement shows that high degree of
agreement is possible when entries are present in the ontology.

Table 6. Overall Agreement and Kappa with Word Exclusion

APA Kappa
Mikrokosmos 0.8435 0.8263
WordNet 0.7294 0.6598
Theta Roles 0.6154 0.5914
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In our future work, we will manually prune out the extraneous terms from Omega. Sim-
ilarly, the theta roles in some cases appear hard to understand. While we have considered
following the example of FrameNet and defining idiosyncratic roles for almost every pro-
cess, the resulting proliferation does not bode well for later large-scale machine learning.
Additional issues to be addressed include: (1) personal name, temporal and spatial anno-
tation (Ferro et al.2001); (2) causality, co-reference, aspectual content, modality, speech
acts, etc; (3) reducing vagueness and redundancy in the annotation language; (4) inter-
event relations such as entity reference, time reference, place reference, causal relationships,
associative relationships, etc; (5) and finally, cross-sentence phenomena remain a challenge.
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Processing. In Jean Véronis, editor, Parallel Text Processing: Alignment and Use of Translation
Corpora, chapter 1. Kluwer Academic Publishers, London, September.

Kevin Walker, Moussa Bamba, David Miller, Xiaoyi Ma, Chris Cieri, and George Doddington. 2003.
Multiple-translation arabic corpus, part 1. Technical Report catalog number LDC2003T18 and
ISBN 1-58563-276-7, Linguistic Data Consortium (LDC).

J. White and T. O’Connell. 1994. The ARPA MT evaluation methodologies: Evolution, Lessons,
and Future Approaches. In Proceedings of the Conference of the Association for Machine Trans-
lation in the Americas, Columbia, MD.


